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Abstract

AI can improve firm-level decisions yet make aggregate capital accumulation more
fragile when firms rely on similar models, data, and software. Using Chinese listed-
firm records and 7.51 million job advertisements, we document that firms with more
similar recruitment-based AI stacks disclose more similar AI-application portfolios
in their annual reports. Motivated by this evidence, we develop a model in which
firms use AI to estimate forward-looking capital targets but do not internalize the
covariance created by shared errors. Capital adjustment propagates these errors,
while production networks amplify mistakes at economically central suppliers. Using
measured stack overlap and economic exposure to discipline aggregation, we show that,
in a conditional scenario with a common-error share of 0.10, AI lowers firm-level mean-
squared error by 4.9 percent but raises the decision-error component of aggregate
capital-gap variance by 17.2 percent. This information-covariance externality shifts
policy attention from AI adoption itself to verifiable error diversity, independent
correction, and exposure-sensitive reliance.
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1 Introduction
Artificial intelligence (AI) is usually evaluated where it is purchased: does it make a worker faster, a
forecast more accurate, or a firm more productive? A growing body of experimental and workplace
evidence shows that it can improve performance in important knowledge-intensive tasks (Noy and
Zhang, 2023; Brynjolfsson et al., 2025). Recent models likewise emphasize AI’s ability to improve
signals, automate tasks, and apply knowledge at scale (Acemoglu, 2025; Ide and Talamàs, 2025;
Jovanovic and Rousseau, 2026). Yet private performance is not the same object as aggregate
resilience. An economy combines the decisions of many firms, and the covariance of their mistakes
can matter as much as the accuracy of any one decision.

The organization of the AI supply chain makes this distinction economically consequential.
Commercial systems combine hardware, cloud infrastructure, training data, foundation models,
and downstream applications, while contracts with different vendors can retain common upstream
dependencies (Gambacorta and Shreeti, 2025; Demirer et al., 2026). Firms that appear to adopt
different products may therefore depend on the same model, training corpus, retrieval source,
cloud service, benchmark, or implementation convention. A shared input can improve every user’s
forecast and still reproduce the same error across many users. This possibility motivates our central
question: can AI raise the quality of decentralized decisions while weakening the information
diversity that allows firm-level mistakes to cancel in the aggregate?

We call this mechanism common AI dependence. It has three features: firms rely on AI in
consequential decisions, their decision systems share upstream components, and those components
generate correlated errors. Common AI dependence is therefore not synonymous with adoption,
vendor concentration, or identical output. It describes shared dependence in firms’ information
systems. In our setting, this dependence creates macroeconomic fragility when AI improves firm-
level decisions but raises the conditional variance or tail risk of the aggregate capital gap. Small
common information errors can then have persistent and disproportionate effects on aggregate
capital accumulation. The extent of this fragility depends jointly on reliance, technology-stack
overlap, the magnitude and persistence of common errors, and the economic exposure of affected
firms.

We investigate this mechanism in three steps. First, we use independent text sources to measure
whether shared AI inputs are reflected in firms’ information production. Second, we develop
a model in which firms choose AI reliance to improve private accuracy but do not internalize
the covariance of investment mistakes. Third, we discipline the model’s aggregation moments
using firm size, measured technology-stack overlap, capital adjustment, and China’s input-output
structure. The model yields explicit fragility thresholds and policy counterfactuals that preserve
the productive value of AI.

The empirical analysis combines financial statements for firms listed in Shanghai and Shen-
zhen from 2001 through 2025, machine-readable management discussion and analysis (MD&A)
disclosures from 2001 through 2024, and 7.51 million online job advertisements from major Chinese
recruitment platforms. The recruitment text identifies operational AI use, customization, human-
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information occupations, software frameworks, and model or cloud providers. We use these records
to construct an 18-dimensional technology-stack vector. The annual reports independently identify
the applications in which firms disclose using AI.

We find that among recurring firm pairs in the same detailed industry, greater similarity of
recruitment-based AI stacks is associated with greater similarity of AI-application portfolios in
annual reports. The baseline coefficient is 0.072 with a standard error of 0.028 after including
pair and detailed-industry-by-year fixed effects, controlling for pair-level financial characteristics,
and clustering by both firm identities. Because the explanatory variable and outcome come from
different documents, dictionaries, and collection processes, the result indicates that the stack
measure captures a common input into firms’ AI deployment rather than similar wording within
the same source.

This evidence establishes that shared AI inputs are measurable in firms’ information production.
It does not by itself establish that AI generates correlated forecast errors. We therefore use the firm
data to measure technology-stack overlap and firms’ economic exposure, rather than to estimate
the common-error share. Evidence that AI improves task performance and productivity provides
the motivation for the private benefit in the model. The forward covariance estimate is used only
to assess which common-error values are consistent with the data, conditional on private accuracy
gains, actual reliance, and a maintained attenuation factor linking latent covariance to the observed
response.

The model derives the information-covariance externality from a unified capital problem. A
locally concave net payoff from installed capital defines each firm’s desired capital stock. An
infinite-horizon problem with convex adjustment costs then yields a forward-looking capital target
and a partial-adjustment policy. The firm combines proprietary and AI assessments of that target.
AI error contains a firm-specific component and a component generated by shared technology-stack
factors, and a positive-semidefinite similarity matrix allows firms to share some components without
using identical systems. A firm values a more accurate target and internalizes the effect of persistent
errors on its own tracking and adjustment costs. It does not internalize the covariance that its
reliance creates with other firms’ capital choices.

This wedge delivers the core theoretical result. Individual accuracy depends on total AI-error
variance. Aggregate accuracy also depends on the off-diagonal covariance generated by common
components. With heterogeneous firms and partial stack overlap, the fragility boundary is governed
by two sufficient statistics: the concentration of economic weights and the weighted overlap of
technology stacks. Allocating users across genuinely independent model families reduces the
second statistic without sacrificing standalone accuracy. Independent correction—a separate model,
retrieval source, forecast, or empowered human review process—does the same when it converts
common error into firm-specific error.

Capital adjustment and input-output linkages turn this information wedge into macroeconomic
fragility through aggregate investment. We define the capital gap relative to the same firm’s
full-information policy, so fundamental movements in desired capital cancel and the remaining
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state records only decision errors. Adjustment propagates this gap; when the common AI error is
also persistent, successive investment decisions reinforce one another. Installed capital enters a
competitive multisector production economy directly. Domar weights, sectoral capital elasticities,
and within-sector capital shares determine the first-order effect of firm-level gaps on aggregate
consumption, giving greater exposure to mistakes at economically central upstream suppliers. Each
period’s production equilibrium is conditional on predetermined capital. Household saving and the
endogenous response of capital targets to aggregate prices remain outside the model, so the analysis
is not a full dynamic general equilibrium. Fragility is a joint property of covariance, persistence,
and economic exposure, not a consequence of AI adoption alone.

The quantitative analysis has four components. First, it separates the private accuracy gain from
how heavily firms rely on AI and shows that fragility is greatest when reliance is high relative to the
accuracy gain AI delivers. Second, it uses the forward-looking capital rule to show how persistence
transforms modest contemporaneous covariance into larger and more persistent aggregate capital
gaps. Third, it examines alternative treatments of unobserved technology stacks and alternative
measures of shared AI inputs. Fragility depends on overlap in the broader implementation stack
rather than provider or model concentration alone. Fourth, it evaluates counterfactual information
structures using firms’ dynamic tracking losses and a local welfare projection onto the production-
network-weighted aggregate capital gap. Diversifying model stacks, introducing independent
correction, and limiting reliance at highly exposed firms can improve aggregate resilience while
preserving much of AI’s private benefit.

We use 2023 data on firms’ technology-stack overlap and economic exposure to discipline the
model’s aggregation moments. The implied one-period common-error threshold is 0.077 under
listed-asset weights and 0.080 under production-network capital weights. With the reference
persistence of capital and common errors, the corresponding stationary thresholds fall to 0.030 and
0.031. These values are break-even thresholds, not estimates of the economy’s common-error share.
A simulation-based inversion of the prespecified forward coefficient, using wild-cluster-bootstrap
inference for 19 industries, leaves the entire feasible range admissible. A supplementary specification
based directly on stack similarity yields a two-sided upper endpoint of 0.130 when the response is
not attenuated. We therefore treat common-error intensity as a sensitivity parameter and report
results over its feasible range.

The stress test sets the common-error share to 0.10. After accounting for input-output linkages,
AI lowers private mean-squared error by 4.9 percent and raises one-period aggregate error variance
by 2.0 percent. Capital adjustment and common-error persistence raise the decision-error component
of stationary capital-gap variance by 17.2 percent. This is not a claim that total capital volatility
rises by 17.2 percent: under orthogonality, if decision errors account for one quarter of total baseline
capital-gap variance, the corresponding total increase is 4.3 percent. The result is robust to the
conservative treatment of unobserved technology stacks. By contrast, provider and cloud overlap
alone does not produce a feasible one-period fragility threshold. The quantitative result therefore
depends on shared implementation inputs beyond the provider or model name.

3



The counterfactual analysis shows that the externality can be reduced without eliminating AI
use. Holding adoption and private accuracy fixed, allocating reliance-weighted exposure across
genuinely independent model families lowers covariance; residual correlation across families reduces
this gain. Independent correction further limits persistent exposure. Within the model, constrained-
efficient reliance assigns less decision weight to firms with high aggregate exposure and extensive
overlap with other users. It brings decision-error-induced capital-gap variance below the no-AI
benchmark while retaining part of the private accuracy gain. The results favor disclosure of
upstream dependencies, correlated-failure stress tests, interoperability, verifiable error diversity,
and independent review. They do not support a general tax or quota on AI adoption because
adoption is an imprecise measure of the externality.

Related literature and contribution. The paper makes three contributions. First, we
characterize an information-covariance externality in the economics of AI. Existing evidence
emphasizes task efficiency, worker productivity, firm adoption, and performance (Noy and Zhang,
2023; Brynjolfsson et al., 2025; Adams et al., 2026; Babina, 2026). Existing theory studies AI
as prediction, task automation, scalable knowledge, or a technology that interacts with data
accumulation and data processing (Agrawal et al., 2019; Acemoglu, 2025; Ide and Talamàs, 2025;
Jovanovic and Rousseau, 2026; Farboodi et al., 2026; Mihet et al., 2026). Recent measurement
work further distinguishes adoption, business-function deployment, AI-skilled employment, and
organization capital (Bonney et al., 2026; Yotzov et al., 2026; Babina et al., 2026). We take the
private gains seriously and ask a different question: how does a privately valuable signal change
the joint distribution of firms’ investment mistakes? The answer shifts the policy object from the
number of adopters to the shared inputs through which adopters acquire correlated errors.

Second, we connect algorithmic monoculture to the macroeconomics of information. A common
ranking rule can reduce social welfare even when it improves isolated decisions (Kleinberg and
Raghavan, 2021); foundation models create shared upstream infrastructure (Bommasani et al.,
2021); shared components can homogenize outcomes (Bommasani et al., 2022); and errors remain
correlated across many large language models (Kim et al., 2025). Ide and Talamàs (2025) explicitly
allow firms to access a shared AI model, but study the organization of knowledge work and the
distributional effects of AI autonomy rather than correlated decision errors. Public information
can crowd out private information, concentrate attention, and alter coordination (Morris and Shin,
2002; Veldkamp, 2006a,b; Angeletos and Pavan, 2007; Hellwig and Veldkamp, 2009; Colombo et al.,
2014). Noisy beliefs can generate aggregate fluctuations (Lorenzoni, 2009; Chahrour and Jurado,
2018), and imperfect firm information can produce input misallocation and aggregate productivity
losses (David et al., 2016). Our contribution is to study how endogenous reliance and partial
overlap in AI inputs affect the off-diagonal covariance of firm-level decision errors. Recent work
shows that AI aggregation can weaken human learning or reshape knowledge production over time
(Acemoglu et al., 2026a,b); our mechanism is complementary because it transmits a given common
error across simultaneous investment decisions.
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Third, we provide a quantitative assessment of macroeconomic fragility through aggregate
investment. The framework combines firm-level profit curvature, the economic importance of
adopting firms, technology-stack overlap, forward-looking capital adjustment, and production-
network exposure, while treating the magnitude and persistence of common errors as sensitivity
parameters. Expectations influence firm investment and aggregate activity (Gennaioli et al., 2016;
Enders et al., 2022); this evidence also clarifies why realized investment residuals are noisy proxies
for managerial forecast errors. Acemoglu (2025) uses Hulten’s theorem to aggregate task-level
cost savings into macroeconomic productivity gains. We use the same production-accounting
logic for a different object: mapping heterogeneous capital mistakes into aggregate consumption
exposure. Our framework adds an information-covariance channel to the granular and input-
output aggregation studied by Hulten (1978), Gabaix (2011), and Acemoglu et al. (2012), and
complements forthcoming work in which firms choose their covariance with aggregate risk inside
a production network (Kopytov et al., 2026). We use production-network structure to derive
local capital-exposure weights, rather than the dynamic network propagation modeled by vom
Lehn and Winberry (2022) and Liu and Tsyvinski (2024). This extends systemic-risk logic from
common financial positions (Acharya, 2009; Wagner, 2010) to common information inputs. Instead
of converting a noisy reduced-form coefficient into a structural estimate, we report break-even
conditions, a simulation-based assessment of the forward evidence, and policy rankings conditional
on the latent common-error process.

The remainder of the paper is organized as follows. Section 2 presents the empirical evidence.
Section 3 develops the model. Section 4 parameterizes the model and reports the quantitative
results. Section 5 studies alternative information structures and policy. Section 6 concludes.

2 Empirical evidence on shared AI inputs
We use independently constructed text measures to document shared inputs in firms’ use of
AI. The main analysis relates technology stacks measured from recruitment advertisements to
AI-application portfolios disclosed in annual reports. This cross-source relationship provides the
empirical motivation for the model. Supplementary timing, precision, and synchronization exercises
appear in the Online Appendix.

2.1 Data and measurement

We combine three firm-level sources. Financial statements from the China Stock Market and
Accounting Research (CSMAR) database cover firms listed on the Shanghai and Shenzhen exchanges
from 2001 through 2025 and provide balance-sheet variables, ownership, location, and detailed
industry (Shenzhen CSMAR Data Technology Co., Ltd., 2026). Machine-readable management
discussion and analysis (MD&A) text covers 2001–2024. Recruitment advertisements cover 2014
through March 2025; we use complete calendar years through 2024. The eleven annual files contain
7,508,706 raw advertisements, of which 5,981,588 remain after requiring a valid listed-company code,
removing duplicates, and retaining postings by the listed company or a subsidiary. The baseline
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financial screen contains 40,213 nonfinancial, non-ST firm-years and 5,198 firms over 2014–2024.
Financial statements and annual reports provide long firm panels, whereas detailed-stack

coverage is substantially narrower and begins effectively in 2016. The recruitment data identify
operational AI from concrete methods, systems, frameworks, and providers rather than generic
references to AI. For each firm-year, the detailed stack is an 18-dimensional count vector covering
seven framework and data-infrastructure groups and eleven model or cloud providers. We normalize
every nonzero vector to unit Euclidean length. Detailed-stack coverage is sparse: 2,742 baseline
firm-years have a stack-to-peer measure, and meaningful coverage starts in 2016 because the 2014
and 2015 files contain only 30 and 69 raw records. A split-half reliability exercise using the 2023
advertisements yields nonzero stack vectors in both halves for 221 firms. Their mean within-firm
cosine similarity is 0.789 (bootstrap 95 percent interval [0.749, 0.830]), and the median is 0.939.
The high within-firm similarity indicates that the measured stack composition is repeatable; the
semantic accuracy of the classification is a separate issue. Appendix C.1 documents detailed
identifier harmonization, dictionaries, classification counts, and data coverage.

The outcome variable is constructed independently from annual reports. Precise MD&A
terms are allocated to automation, decision support, and innovation, producing a three-component
application-portfolio vector that is normalized to unit Euclidean length. An auxiliary scalar measure
used only in descriptive and supplementary exercises expresses precise AI mentions relative to
cleaned document length.1 The main cross-source outcome is portfolio cosine similarity, not scalar
intensity, and therefore does not depend on this transformation. Although the dictionary is less
semantically rich than a full-text language-model measure, it makes the cross-source comparison
transparent and prevents portfolio similarity from depending mechanically on document length.

For any two nonnegative portfolio vectors, cosine similarity is

Cos(vit, vkt) = v′
itvkt

∥vit∥∥vkt∥
. (1)

The key regressor applies Equation (1) to the two recruitment-based stack vectors; the outcome
applies it to the two annual-report application vectors. The predictor and outcome therefore use
different documents, different dictionaries, and different collection processes.

2.2 Cross-source evidence on shared AI inputs

2.2.1 Design

The estimation sample consists of firm pairs drawn within detailed-industry–year cells containing
at least five firms. To keep the number of pairs computationally manageable, we randomly retain
at most 80 firms in each cell using a fixed seed and then form all unordered pairs. For a pair (i, k)

1Appendix C.1.4 provides the exact transformation, distinguishes valid zeros from missing reports, and reports a
two-part alternative that does not require an additive constant.
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observed in multiple years in detailed industry j, the preferred specification is

MDA Similarityik,t = βStackSimilarityik,t + Γ′Zik,t + αik + λjt + εik,t, (2)

where Zik,t contains the pair mean and absolute difference in size, leverage, cash, profitability, sales
growth, and tangibility; αik is a pair fixed effect; and λjt is a detailed-industry-by-year fixed effect.
Standard errors are two-way clustered by the identities of both firms (Cameron et al., 2011). The
coefficient is estimated from changes in stack overlap within a firm pair, relative to other pairs in
the same detailed industry and year. Appendix C.3 reports dyadic inference and sensitivity to the
capped pair-sample construction.

Equation (2) is contemporaneous by design. Pair fixed effects absorb permanent assortative
matching, and industry-by-year fixed effects absorb shocks common to the detailed industry. The
specification tests whether two independently measured variables reveal the same shared inputs
into AI use; it does not estimate the effect of stack overlap on future investment errors.

2.2.2 Results and robustness

Table 1 reports the main result. Detailed-stack similarity is positively associated with annual-report
AI-application similarity. The coefficient is 0.0721 (standard error 0.0281; p = 0.0115; N = 3,335),
with an approximate 95 percent interval of [0.017, 0.127]. At the broader-sample standard deviation
of stack similarity, 0.365, the point estimate corresponds to a 0.026 increase in MD&A cosine
similarity. The positive association indicates that observed technology-stack overlap contains
information about common elements of firms’ AI deployment. Its magnitude and precision are
sensitive to pair-sample construction, so we use the result to motivate the model and to measure
stack geometry, not as a structural estimate.

The estimate is not driven by the included financial controls. Omitting them gives 0.0677
(standard error 0.0304). Replacing detailed-industry-by-year effects with year effects gives 0.0698
(standard error 0.0288). Excluding 2022, when the recruitment archive has a documented coverage
break, gives 0.0834 (standard error 0.0350). All four estimates are statistically different from
zero at the 5 percent level and are economically close enough to support the same qualitative
interpretation.

Every leave-one-year-out coefficient is positive, ranging from 0.0286 to 0.0840. The estimates
are also similar after removing financial controls, using year rather than detailed-industry-by-year
fixed effects, and excluding the 2022 coverage break. Appendix C.3 reports smaller-sample coverage
restrictions, dyadic inference, alternative pair samples, the same-source human-hiring outcome,
and one-year-ahead specifications. The forward coefficients are positive but imprecise, so the
main empirical result is the contemporaneous relationship measured across independent sources.
No cross-source coefficient is treated as a structural parameter. The coefficient is positive across
100 seed-fixed capped samples and in the all-pairs sample, although its magnitude is smaller and
statistical precision weaker in those broader constructions. We therefore interpret the evidence as
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Table 1: AI-stack overlap and annual-report application similarity

(1) Baseline (2) No controls (3) Pair + year FE (4) Exclude 2022
Detailed-stack similarity 0.0721** 0.0677** 0.0698** 0.0834**

(0.0281) (0.0304) (0.0288) (0.0350)
Pair financial controls Yes No Yes Yes
Pair fixed effects Yes Yes Yes Yes
Industry–year fixed effects Yes Yes No Yes
Year fixed effects No No Yes No
Two-way firm clustering Yes Yes Yes Yes
Observations 3,335 3,335 3,384 2,686
Adjusted R2 0.361 0.353 0.328 0.346
Coefficient p-value 0.0115 0.0275 0.0165 0.0189

Notes: The unit is a stable within-industry firm pair. The outcome is annual-report AI-application similarity; the
regressor is recruitment-stack similarity in the same year. Pair controls are means and absolute gaps in the listed
financial variables. Standard errors in parentheses are two-way clustered by firm identity. Column (4) excludes
2022.
Significance: ∗p < 0.10, ∗∗p < 0.05, and ∗∗∗p < 0.01.

a stable positive cross-source association rather than as a precisely estimated effect size.2

2.3 Empirical interpretation and link to the model

Taken together, the evidence shows that shared AI inputs are observable at the firm level.
Recruitment-based technology stacks are repeatable within firms, and firms with more simi-
lar stacks disclose more similar AI-application portfolios in independently collected annual reports.
Stack overlap therefore captures a common element of firms’ AI deployment that is not summarized
by a binary adoption indicator or by provider identity alone.

The evidence does not by itself identify covariance in firms’ decision errors. The available
data do not directly observe managerial forecasts, actual reliance on AI, model-specific failures, or
subsequent corrections, and the supplementary investment-residual exercises are too imprecise to
estimate the common-error process. We therefore use the firm data to measure the geometry of
shared AI dependence and firms’ economic exposure. The model then characterizes how errors of a
given magnitude and persistence propagate through this observed geometry, and the quantitative
analysis reports fragility thresholds and policy comparisons conditional on those latent parameters.

3 Theoretical model
The empirical analysis provides an observable geometry of shared AI inputs. The model maps that
geometry into decision-error covariance conditional on firms’ reliance on AI and the common-error
process. Firms use imperfect estimates of forward-looking capital targets; capital adjustment
propagates the resulting errors over time, while a competitive production network determines their
aggregate importance.

2Two additional tests (Appendices C.4 and C.5), reported in the Online Appendix, report the full specifications,
confidence intervals, event-study estimates, alternative outcomes, and multiple-testing adjustments.
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3.1 Capital targets and information

There are N ≥ 3 firms indexed by i. Let Kit be installed capital and let K̄i > 0 denote its value
on the local full-information reference path. We use normalized capital kit = Kit/K̄i. Around
that path, a difference in kit is the first-order log capital gap. Conditional on prices, demand,
and a payoff-relevant state si,t+1, let Πi(k; s, p) denote firm i’s expected net payoff from installed
capital. It includes operating returns net of the user cost of capital and any convex financing or
organizational cost. Assume that Πi is twice continuously differentiable and locally strictly concave,
and define the one-period full-information target by

θi,t+1 = arg max
k

Πi(k; si,t+1, pt+1). (3)

Writing κi = −Πi,kk(θi,t+1; si,t+1, pt+1) > 0, the second-order payoff loss around this target is
κi(ki,t+1 − θi,t+1)2/2, up to higher-order terms. Decreasing returns, downward-sloping demand,
convex financing costs, or limits to managerial span can all generate the required local curvature.
The quantitative analysis uses this local representation rather than imposing a global functional
form for profits.

Capital survives at rate Ai = 1 − δi. Around the reference path, the firm’s full-information
problem is the quadratic tracking problem

min
{ki,t+s+1}s≥0

Et

∞∑︂
s=0

βs
{︃

κi

2 (ki,t+s+1 − θi,t+s+1)2 + ϕi

2 (ki,t+s+1 − Aiki,t+s)2
}︃

, ϕi ≥ 0. (4)

The second term is the local resource cost of changing installed capital relative to undepreciated
capital. Equation (4) is the standard quadratic approximation to investment with convex adjustment
costs (Hayashi, 1982; Cooper and Haltiwanger, 2006).

The solution is summarized by a forward-looking target. Let the full-information value function
have quadratic coefficient Pi, set κ̄i = κi + βPi, and let z∗

i,t+1 combine the current desired capital
stock with the expected linear term in the continuation value. Appendix A.1 gives the construction.
The Riccati equation and policy coefficients are

Pi = ϕiA
2
i κ̄i

κ̄i + ϕi
, (5)

λi = κ̄i

κ̄i + ϕi
, ρKi = Ai(1 − λi). (6)

The full-information policy is kF I
i,t+1 = ρKik

F I
it + λiz

∗
i,t+1. Thus z∗

i,t+1, rather than the primitive
one-period target alone, is the sufficient statistic for the firm’s forward-looking capital decision.

Before investment, the firm observes two unbiased assessments of this target:

hit = z∗
i,t+1 + εit, Var(εit) = σ2

h, (7)

ait = z∗
i,t+1 + σcv

′
ift + νit, Var(νit) = σ2

ν . (8)
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The proprietary error εit and idiosyncratic AI error νit are independent across firms and dates.
Proprietary information includes local data, customers, suppliers, managerial judgment, and
independently produced analysis. The vector vi describes firm i’s AI stack, is normalized so that
v′

ivi = 1, and loads on common factors ft. Let V collect the rows v′
i and define

S = V V ′, Sij = v′
ivj . (9)

The matrix S is positive semidefinite with unit diagonal. A single common system is the special
case Sij = 1; orthogonal stacks have Sij = 0. Common factors follow

ft+1 = ρbft + ηf
t+1, Var(ft) = I, |ρb| < 1, (10)

where the innovation variance is chosen to preserve the normalization. All other errors are
independent of ft and of the target process.

The firm combines the two assessments linearly,

ˆ︁zi,t+1 = (1 − ωi)hit + ωiait, ωi ∈ [0, 1], (11)

which produces target error

eit ≡ ˆ︁zi,t+1 − z∗
i,t+1 = (1 − ωi)εit + ωi(σcv

′
ift + νit). (12)

Reliance ωi is the weight placed on the AI assessment in the capital decision, not the fraction of
workers who use AI.

The timing is as follows. Firms enter with inherited capital and fixed stack access, choose a
reliance rule, observe the two assessments, and choose next-period capital. Payoff-relevant states
are then realized, and next period’s production markets clear conditional on installed capital.
Reliance is an ex ante organizational choice held fixed over the quantitative horizon. The common
factor is latent and cannot be separated from the AI assessment when the capital decision is made.
Firms know its distribution and internalize its persistence in their own expected tracking loss, but
they neither observe its realization separately nor condition on other firms’ signals. This restriction
represents model governance and decision-system design rather than a failure to optimize within the
available rule. If a firm could identify and remove the common component before acting, its effective
σ2

c would be zero. Reliance can differ from the frictionless optimum because of implementation
constraints or an organizational cost ci(ωi); the benchmark sets this cost to zero.

3.2 Capital adjustment and decentralized reliance

Certainty equivalence gives the capital policy

ki,t+1 = ρKikit + λiˆ︁zi,t+1. (13)
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Define the decision-error component of the capital gap relative to the same firm’s full-information
policy by

xit ≡ kit − kF I
it . (14)

Subtracting the two policies gives the exact local recursion

xi,t+1 = ρKixit + λieit. (15)

Fundamental movements in desired capital are contained in both paths and cancel. This distinction
is essential: the paper measures the variance generated by decision errors, not total capital volatility.

Definition 1 (Decentralized allocation). Given prices, target processes, signal distributions, stack
access, adjustment technologies, and the information structure described above, a decentralized allo-
cation is a collection of reliance choices, target estimates, and capital policies {ωD

i , ˆ︁zD
i,t+1, kD

i,t+1}N
i=1

such that each firm minimizes its expected tracking and implementation loss within the feasible
class of fixed linear reliance rules and follows the resulting capital policy. A firm without AI access
has ωD

i = 0.

This is a partial-equilibrium allocation. One firm’s reliance does not enter another firm’s private
payoff, so there is no strategic fixed point. The production block below determines how installed
capital affects current production and consumption, but it does not change this allocation into an
information game.

The same adjustment problem determines the private cost of persistent errors. For a component
of eit with unconditional variance v and AR(1) persistence r, Equation (15) implies

V ar(xit) = λ2
i Di(r)v, Di(r) = 1 + ρKir

(1 − ρ2
Ki)(1 − ρKir) , (16)

V ar(xi,t+1 − Aixit)
v

= λ2
i

[︃
1 + A2

i λ2
i Di(r) − 2Aiλir

1 − ρKir

]︃
. (17)

The stationary second-order tracking loss per unit error variance is therefore

Mi(r) = κiλ
2
i Di(r) + ϕiλ

2
i

[︃
1 + A2

i λ2
i Di(r) − 2Aiλir

1 − ρKir

]︃
. (18)

Normalize by Mi(0) and write mCi = Mi(ρb)/Mi(0). Measuring any organizational cost in the
same normalized units, the firm’s stationary loss from reliance is, up to a positive scale,

Pi(ωi) = (1 − ωi)2σ2
h + ω2

i σ2
ν + mCiω

2
i σ2

c + ci(ωi). (19)
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Proposition 1 (Private reliance). If ci(ω) = 0, firm i’s unique decentralized reliance is

ωD
i = σ2

h

σ2
h + σ2

ν + mCiσ2
c

. (20)

It strictly reduces the firm’s stationary tracking loss relative to proprietary information alone. When
common errors are serially independent, mCi = 1 and this is the familiar precision weight.

For comparison with external evidence, define one-period target MSE

Vi(ωi) = (1 − ωi)2σ2
h + ω2

i (σ2
c + σ2

ν). (21)

If errors are serially independent and reliance is unconstrained, the proportional MSE gain equals
the optimal weight,

g ≡ σ2
h − Vi(ωD

i )
σ2

h

= ωD
i . (22)

The quantitative analysis allows realized reliance ω̄ to differ from the observed or externally
disciplined one-period gain g. The identity Vi(ω̄) = (1 − g)σ2

h then implies

σ2
c + σ2

ν

σ2
h

= 2ω̄ − ω̄2 − g

ω̄2 , 2ω̄ − ω̄2 − g ≥ 0. (23)

Thus g disciplines marginal accuracy, while ω̄ determines how strongly decisions load on shared
errors.

3.3 Shared errors and aggregate fragility

Let Ω = diag(ω1, . . . , ωN ). From Equation (12), the contemporaneous covariance matrix of target
errors is

Σe = σ2
h(I − Ω)2 + σ2

νΩ2 + σ2
c ΩSΩ. (24)

In particular,
Cov(eit, ejt) = ωiωjσ2

c Sij , i ̸= j. (25)

This is the model counterpart of the empirical common-AI measure: stack similarity proxies for
Sij , the two reliance measures proxy for ωiωj , and σ2

c is not observed.
For nonnegative aggregate weights qi that sum to one, aggregate target error has variance

Var
(︄∑︂

i

qieit

)︄
= σ2

h

∑︂
i

q2
i (1 − ωi)2 + σ2

ν

∑︂
i

q2
i ω2

i + σ2
c (q′ΩSΩq). (26)

The first two terms diversify according to firm granularity. The third depends on reliance-weighted
overlap and can survive aggregation.

Definition 2 (AI-induced macroeconomic fragility). Relative to a fixed information counterfactual,
AI induces macroeconomic fragility through capital accumulation when it lowers firms’ expected

12



decision losses but raises the conditional variance or tail exposure of the production-network-
weighted decision-error component of aggregate capital.

Let A be the adopter set, Aq = ∑︁
i∈A q2

i , BS = q′
ASAqA, and OS = BS − Aq. Suppose adopters

have common realized gain g and reliance ω̄, and define L(g, ω̄) = 2ω̄ − ω̄2 − g.

Proposition 2 (One-period fragility threshold). Relative to proprietary information alone, the
change in the variance of aggregate target error is

∆VE = σ2
h{−gAq + ρcL(g, ω̄)OS}, ρc ≡ σ2

c

σ2
c + σ2

ν

. (27)

If L(g, ω̄)OS > 0, aggregate variance rises if and only if

ρc > ρ∗
c(g, ω̄) ≡ gAq

L(g, ω̄)OS
. (28)

At ω̄ = g, the denominator reduces to g(1 − g)OS.

With equal weights, a single common stack, and unconstrained one-period reliance, Equation (28)
becomes

ρ∗
c = 1

(N − 1)(1 − g) . (29)

More generally, N is replaced by the effective number Neff = 1/
∑︁

i q2
i . This benchmark makes the

mechanism transparent: a shared error destroys more diversification when activity would otherwise
be spread across many independent firms.

Persistence changes the relevant boundary. With a common capital persistence ρK , define the
normalized aggregate capital gap and target error by

Xt =
∑︂

i

qixit, Et =
∑︂

i

qieit. (30)

With a common adjustment rate, the aggregate law is Xt+1 = ρKXt + λEt. The factor λ2 scales
both the AI and no-AI variances and therefore cancels from fragility thresholds. Heterogeneous
adjustment rates can instead be incorporated in the aggregate weights.

Proposition 3 (Persistent capital and information errors). Suppose the serially independent
component of Et has variance VI , its common component has unconditional variance VC and AR(1)
persistence ρb, and |ρK |, |ρb| < 1. Then

Var(Xt) = λ2(DIVI + DCVC), (31)

where
DI = 1

1 − ρ2
K

, DC = 1 + ρKρb

(1 − ρ2
K)(1 − ρKρb)

. (32)

For ρK , ρb ≥ 0, DC ≥ DI .
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3.4 Competitive equilibrium and production-network aggregation

We now derive the aggregate weights from a standard multisector economy, following Hulten (1978)
and Acemoglu et al. (2012). There are J sectors. A representative household supplies one unit of
labor inelastically and has within-period preferences

U(C1, . . . , CJ) =
J∑︂

s=1
ϑs log Cs, ϑs > 0,

∑︂
s

ϑs = 1. (33)

Sector s produces with predetermined capital services Ks, labor Ls, and intermediate inputs Mrs:

Ys = exp(zs)KαK
s

s LαL
s

s

J∏︂
r=1

MΓrs
rs , αK

s + αL
s +

∑︂
r

Γrs = 1. (34)

The household owns firms and predetermined capital. Conditional on Ks, producers choose labor
and intermediate inputs to maximize profits.

Definition 3 (Competitive equilibrium). Given predetermined capital K and productivity z, a
competitive equilibrium consists of goods prices, a wage, household consumption, labor demands,
outputs, and intermediate demands such that the household maximizes utility subject to its budget
constraint; each sector maximizes profits over variable inputs; labor supply equals labor demand;
and every goods market clears,

Yr = Cr +
J∑︂

s=1
Mrs, r = 1, . . . , J. (35)

The consumption price index is the numeraire.

Because capital is predetermined, this equilibrium determines contemporaneous prices and
allocations only. Household saving and the law of motion for the capital target z∗ remain outside
the model.

With supplier r in rows and purchaser s in columns, Γrs is purchaser s’s expenditure share on
input r. If the spectral radius of Γ is below one, the sectoral Domar weights are

d = (I − Γ)−1ϑ. (36)

In competitive equilibrium, Hulten’s envelope result gives

d log Ct =
∑︂

s

ds dzst +
∑︂

s

dsαK
s d log Kst. (37)

Let πi|s be firm i’s share of sector s’s capital services. Because xit is a normalized local capital
difference, d log Kst = ∑︁

i∈s πi|sxit to first order. Define d̄K = ∑︁
s dsαK

s . The production-network-
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weighted aggregate capital gap is

XN
t =

∑︂
s

dsαK
s

∑︂
i∈s

πi|sxit = d̄K

∑︂
i

qN
i xit, qN

i =
ds(i)α

K
s(i)πi|s(i)

d̄K

. (38)

The ds are Domar weights; the qN
i are firm-level production-network capital weights. In the data,

assets proxy for πi|s. A common capital elasticity cancels from the normalized weights. Network
reweighting need not raise fragility; it makes errors at upstream or otherwise economically central
suppliers more important.

Combining Equations (23), (32), and (38) gives the main threshold.

Proposition 4 (Dynamic macroeconomic fragility). Let qi ≥ 0 sum to one, SA be positive
semidefinite with unit diagonal, and define Aq = q′

AqA and BS = q′
ASAqA. Relative to no AI, the

change in the decision-error component of stationary aggregate capital-gap variance is proportional
to

∆VX = σ2
h {−DIgAq + ρcL(g, ω̄)(DCBS − DIAq)} . (39)

If L(g, ω̄) > 0 and DCBS > DIAq, fragility arises if and only if

ρc > ρ∗,X
c = DIgAq

L(g, ω̄)(DCBS − DIAq) . (40)

When ρb = 0, DC = DI , and the expression reduces to the one-period threshold.

The proposition separates three forces. Private accuracy contributes the negative term. Stack
overlap and reliance determine cross-firm covariance. Capital and error persistence determine how
strongly the common component accumulates. Production-network weights determine where errors
matter. None of these forces makes fragility inevitable; the threshold is the condition under which
their joint effect outweighs the private accuracy gain.

3.5 Local welfare and constrained efficiency

The full-information capital path is the reference allocation for the information comparison. The
firm’s own second-order tracking loss is derived from Equation (4). To represent aggregate
consequences not contained in those private tracking losses, we retain a rank-one local loss in
the production-network direction q. Let χX ≥ 0 denote its curvature on the actual aggregate
gap. Under the common adjustment rate used in the quantitative analysis, define the normalized
variance ˜︁VX ≡ Var(Xt)/λ2 and the effective curvature λX ≡ χXλ2. After normalizing the private
loss by the i.i.d. multiplier Mi(0), the stationary criterion is

L(ω) = 1
2

{︄∑︂
i

pi

[︂
(1 − ωi)2σ2

h + ω2
i σ2

ν + mCω2
i σ2

c

]︂
+ λX

˜︁VX + C(ω)
}︄

, (41)

where pi ≥ 0 sum to one, mC = M(ρb)/M(0), and C(ω) is an implementation-resource cost. The
decision errors are mean zero, so the expected first-order welfare effect of a local capital gap is zero;
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the criterion retains the second-order private losses and the additional rank-one aggregate loss.
Equation (41) is a maintained local welfare criterion, not the welfare function of a solved dynamic
general equilibrium. The production economy identifies q, but it does not identify χX , its effective
counterpart λX , or other second-order aggregate terms. We therefore report break-even values
and sensitivity, rather than consumption-equivalent welfare gains. Because λ2 is common across
information counterfactuals, actual and normalized capital-gap variances have identical percentage
changes and fragility thresholds.

For fixed adoption and zero implementation cost, the planner’s problem is a convex quadratic
program. Let pA and qA collect adopter weights, QA = diag(qA), and assume common mC , DI , DC .
Before imposing 0 ≤ ωi ≤ 1, the first-order condition is[︂

diag{pi(σ2
h + σ2

ν + mCσ2
c )} + λXDI diag{q2

i (σ2
h + σ2

ν)}

+ λXDCσ2
c QASAQA

]︂
ωS = σ2

hpA + λXDIσ2
h(qA ⊙ qA).

(42)

The diagonal common-error term in the first line is the firm’s own dynamic cost; the final matrix
also prices covariance with other firms.

Proposition 5 (Reliance externality). Suppose firms have equal weights, use one common stack,
and choose a common reliance weight. If λX > 0, N > 1, σ2

c > 0, and DC > mCDI/N , then
constrained-efficient reliance is strictly below decentralized reliance.

The result does not say that a planner always wants less AI. If common-error variance or
aggregate curvature is negligible, the two choices converge. Nor does it establish a componentwise
ordering under arbitrary heterogeneous weights and overlap; Equation (42) is used for that case.

3.6 Diversity and independent correction

Consider K equally accurate stacks with mutually independent stack-specific factors. Let mk =∑︁
i:k(i)=k qiωi be reliance-weighted economic exposure to stack k, and M = ∑︁

k mk.

Proposition 6 (Model diversity). Holding individual signal quality and total exposure M fixed,
aggregate common-error variance is σ2

c

∑︁
k m2

k. It is minimized by mk = M/K, when feasible.
Relative to a single stack, balanced exposure reduces the common component by

σ2
c M2

(︃
1 − 1

K

)︃
. (43)

If distinct families retain pairwise error correlation ρF , their common component is

σ2
c

{︄
ρF M2 + (1 − ρF )

∑︂
k

m2
k

}︄
. (44)

Vendor count is therefore not sufficient; diversity matters only when errors differ.
Independent correction isolates the same idea within a stack. Let ri ∈ [0, 1] rotate part of firm
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i’s common factor into a firm-specific factor ζit:

ϵA
it(ri) =

√
1 − ri σcv

′
ift + √

ri σcζit + νit. (45)

The ζit are independent across firms and of other shocks, have unit variance, and have the same
persistence ρb as ft. Hence correction preserves both the variance and autocovariance of each firm’s
AI error, while

Cov(ϵA
it, ϵA

jt) =
√︂

(1 − ri)(1 − rj) σ2
c Sij , i ̸= j. (46)

Proposition 7 (Independent correction). Suppose reliance is positive, BS > Aq, and correction has
a nonnegative convex resource cost minimized at zero. Because correction leaves a firm’s marginal
error process unchanged, a firm does not purchase it solely to change cross-firm covariance. A
planner with λX > 0 chooses positive correction when its marginal resource cost is sufficiently
small. With common correction rate r, fixed reliance, and before resource cost, the reduction in
stationary aggregate capital-gap variance is

DCσ2
c r

[︄
(qA ⊙ ωA)′SA(qA ⊙ ωA) −

∑︂
i∈A

q2
i ω2

i

]︄
. (47)

No firm’s marginal error distribution changes.

Independent retrieval, separately trained models, or human review implement ri > 0 only if
they supply information not already inherited from the primary system and can change the action.
The quantitative counterfactual preserves persistence precisely to avoid attributing an additional
time-series improvement to a policy intended to change cross-firm dependence.

3.7 Scope and empirical predictions

The model does not claim that common information is generally harmful. A correct common signal
improves both private and aggregate decisions, and strategic complementarities can create social
gains from alignment. Appendix A.10 adds such a benefit as a sensitivity analysis. Because firms’
private payoffs remain separable, the paper does not characterize a Bayesian game or a full dynamic
general equilibrium.

The mechanism has direct empirical implications. Conditional on reliance, overlap in the models,
data, and software used for a decision should predict covariance in subsequent signed decision errors.
Genuinely independent correction should weaken that relationship. A common incident should
have larger aggregate consequences when it affects firms with high production-network capital
weights. Direct forecast, model-version, and override data could identify ρc and ρb; if they place
the common-error share below Equation (40), the fragility mechanism is rejected in that setting.
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4 Quantitative analysis
This section analyzes the model using the observed distribution of firm size, measured technology-
stack overlap, China’s input-output table, external evidence on the private value of AI, and the
forward synchronization regression. We conduct a data-disciplined quantitative analysis rather than
a joint structural estimation of the latent common-error process. Firm size, AI adoption, technology-
stack overlap, and input-output exposure determine the model’s aggregation terms. Parameters not
identified by the available data, including the common-error share, actual AI reliance, common-error
persistence, and aggregate welfare curvature, are treated as explicit sensitivity dimensions. We
therefore report break-even thresholds and policy rankings conditional on these parameters.

We distinguish quantities measured directly from the data, parameters informed by external
evidence, and parameters varied in sensitivity analysis. The firm panel measures exposure to shared
AI inputs more precisely than it measures the magnitude or persistence of common errors. The
forward regression therefore provides a specification-dependent consistency check rather than point
identification. Across all comparisons, the target process, adopter set, and production technology
are fixed. Competitive prices and variable inputs adjust each period conditional on installed capital,
while household saving and the general-equilibrium response of capital targets remain outside the
exercise.3

4.1 Local welfare criterion

Let pi ≥ 0 weight firm i’s tracking loss and let qi ≥ 0 weight its contribution to the aggregate, with
both vectors normalized to sum to one. Define aggregate target error

Et =
∑︂

i

qieit. (48)

The decision-error component of the aggregate capital gap evolves as Xt+1 = ρKXt + λEt. Let
Vx = Var(Xt) and define ˜︁Vx = Vx/λ2. The quantitative code works with ˜︁Vx and the effective
curvature λX = χXλ2, where χX is the curvature per unit of actual capital-gap variance. This
normalization has no effect on percentage changes or fragility thresholds. The benchmark uses
listed-asset weights; the production-network specification uses the capital weights in Equation (38).

The private term must reflect the same dynamic adjustment problem. Let mC = M(ρb)/M(0),
where M(·) is derived in Equation (18). After normalizing by the i.i.d. tracking-loss multiplier, the
stationary private component is

P =
∑︂

i

pi

[︂
(1 − ωi)2σ2

h + ω2
i σ2

ν + mCω2
i σ2

c

]︂
. (49)

3The model nevertheless yields a sufficient-statistic characterization: conditional on the information and adjustment
parameters, the fragility threshold depends on a small set of aggregation statistics summarizing economic exposure
and technology-stack overlap (Chetty, 2009).
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The local welfare criterion is
L = 1

2
[︂
P + λX

˜︁Vx + C
]︂

, (50)

where C records implementation resources. If the proprietary and idiosyncratic AI components are
serially independent and each stack factor has persistence ρb, Proposition 3 gives

˜︁Vx = DI(ρK)VI + DC(ρK , ρb)VC , (51)

with
DI(ρK) = 1

1 − ρ2
K

, DC(ρK , ρb) = 1 + ρKρb

(1 − ρ2
K)(1 − ρKρb)

. (52)

Thus persistence matters differently for common and diversifiable mistakes. At the reference values
ρK = 0.85 and ρb = 0.50, DI = 3.60 and DC = 8.93. A common error therefore contributes about
2.48 times as much to the decision-error component of stationary capital-gap variance as an equally
sized serially independent innovation.

The corresponding ratio in a firm’s own tracking loss is mC = 1.016. This adjustment is
small in the reference parameterization but conceptually important: firms internalize the effect of
persistence on their own capital and adjustment costs, while they do not internalize covariance
with other firms. Independent-correction counterfactuals preserve both the marginal variance and
time-series persistence of each firm’s error, so they change only cross-firm dependence.

Because the effective rank-one aggregate curvature is not calibrated in consumption-equivalent
units, the paper reports the normalized stationary loss index

ℓ(A) = 100 L(A)
L(no AI) , (53)

for information structure A. Thus no AI equals 100, and a value of 95 denotes a 5 percent lower
local welfare loss. This avoids presenting quadratic units as GDP or consumption losses. The
effective curvature λX is not identified by the firm panel. We therefore report a reference stress
test, broad sensitivity ranges, and the break-even value at which a ranking changes.

4.2 Data and aggregation

For each year, the quantitative sample contains nonfinancial firms satisfying the empirical baseline
screen and having positive total assets. The private-loss weights p are observed total-asset shares.
In the asset aggregation, q = p; in the production-network aggregation, only q is replaced by
normalized capital exposure derived from Domar weights and sectoral capital elasticities. This
separation prevents network reweighting from mechanically changing the measured private benefit
of the same firms. The law of large numbers is governed by Hq = ∑︁

i q2
i , or Neff = 1/Hq, rather

than the raw firm count. Large firms can transmit idiosyncratic disturbances to aggregates even
without common shocks (Gabaix, 2011); common AI dependence adds covariance to this granular
baseline.

For a firm satisfying our narrow recruitment-based adoption measure and having a measured
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technology stack, let vi be its normalized 18-dimensional vector of framework and provider mentions.
We set

Sij = v′
ivj , S = V V ′. (54)

The Gram construction makes S positive semidefinite by construction. An adopter without an
observed stack receives an orthogonal latent component. Its diagonal AI variance is retained,
but its off-diagonal covariance is set to zero. This is the sharp lower completion over unit-vector
assignments that preserve similarities between firms with observed stacks. The corresponding sharp
upper completion aligns every unobserved stack with the weighted mean of the observed stacks.
We report both bounds and three positive-semidefinite intermediate assignments.

Let A denote the set of firms satisfying the narrow adoption measure, mA = ∑︁
i∈A qi its asset

share, and
Aq ≡

∑︂
i∈A

q2
i , BS ≡ q′

ASAqA, OS ≡ BS − Aq. (55)

The scalar Aq is the diagonal contribution of adopters, while OS is the reliance-weighted sum of
off-diagonal stack overlaps. Under a single shared stack, BS = m2

A. Under mutually independent
firm-specific stacks, BS = Aq. The observed economy lies between those cases.

Normalize proprietary-error variance to the asset-weighted variance σ2
h of rolling investment

residuals among nonadopters. Let g be the realized proportional private MSE gain and ω̄ actual
AI reliance. Equation (23) implies

σ2
c + σ2

ν

σ2
h

= L(g, ω̄)
ω̄2 , L(g, ω̄) = 2ω̄ − ω̄2 − g. (56)

Let ρc = σ2
c /(σ2

c + σ2
ν). Aggregate error variance relative to no AI satisfies the sufficient-statistic

identity
V AI

E − V 0
E = σ2

h [−gAq + ρcL(g, ω̄)OS ] . (57)

The first term is the diversification benefit from more accurate adopter decisions. The second is
common covariance. Aggregate variance rises if and only if

ρc > ρ∗
c(g, ω̄) ≡ gAq

L(g, ω̄)OS
. (58)

Equation (58) uses the actual firm-size and stack matrix rather than a representative N . The
original optimal-linear-combination normalization, ω̄ = g, remains the reference case and yields
Aq/[(1 − g)OS ]; the sensitivity analysis does not impose that equality.

4.3 Parameterization and identification

We organize the quantitative inputs in four groups. First, the firm panel and recruitment data
measure private weights, the asset share of adopting firms, technology-stack overlap, and the scale
of proprietary errors. Second, the input-output table determines Domar weights, assets proxy
for within-sector capital-service shares, and external evidence informs depreciation and the range
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of private accuracy gains. Third, the forward regression assesses whether selected values of the
common-error share are consistent with the synchronization evidence under alternative inference
and attenuation assumptions. Fourth, actual reliance, common-error persistence, the attenuation
factor, and the effective aggregate-capital curvature remain sensitivity parameters. Table 2 reports
the source, reference value, alternatives, and empirical status of every input.

Table 2: Parameterization and empirical status

Object Value Alternatives Measure Source

Private weights and
adopter set, p, A

2023 cross-
section

2017–2024 Asset shares and recruitment
measure

Data

Stack-overlap matrix, S 18 components Bounds and alternative
assignments

Recruitment stack vectors Data

Network capital weights,
qN

2020, 42 sectors Asset weights IO Domar weights, capital
elasticity, assets

Data plus
common-elasticity
normalization

Proprietary-error scale,
σ2

h

0.00304 Year-specific Nonadopter rolling residual Scale normalization

Private MSE gain, g 0.15 0.05, 0.10, 0.15, 0.25 External task evidence External evidence
Actual AI reliance, ω̄ 0.15 0.10–0.50 No direct decision-weight

data
Sensitivity
parameter

Depreciation and dis-
counting

δ = .06, β = .96 Held fixed Annual capital convention Externally fixed
benchmark

Capital elasticity, αK 0.30, common Cancels from normal-
ized weights

Production function Normalization

Capital persistence, ρK 0.85 0.70, 0.85, 0.90 Forward-looking adjustment-
cost mapping

Sensitivity
parameter

Common-error share, ρc 0.10 stress 0 to 1 Forward confidence set Sensitivity
parameter

Attenuation factor, µ 1.00 0.25, 0.50, 1.00 Maintained response map-
ping

Not separately
identified

Common-error persis-
tence, ρb

0.50 0, 0.50, 0.90 No model-version time series Sensitivity
parameter

Effective aggregate-
capital curvature, λX

50 λ0
X = 14.6 Local welfare expansion and

break-even analysis
Sensitivity
parameter

Notes: Rows labeled “Data” are measured directly from the 2023 firm distribution or the 2020 input–output table and are
not estimated by moment matching. Estimates from other settings inform the private-gain range but are not interpreted
as estimates for corporate investment decisions. Under preferred small-cluster inference, the forward regression does not
bound the common-error share on [0, 1]. Persistence, actual reliance, and effective aggregate-capital curvature are sensitivity
parameters. The reference values define a conditional stress test rather than point estimates.

Table 2 makes the identification boundary explicit. Firm weights, adoption, stack overlap,
and the input–output aggregation are taken from the data; the private-gain range is informed
by external evidence; and reliance, common-error intensity and persistence, attenuation, and
aggregate-capital curvature are varied rather than estimated jointly. The reference column therefore
defines the benchmark stress test, while the alternatives column defines the sensitivity exercises
reported below.

Let the vector of empirical inputs be

mdata =
(︂
Neff , mA, BS , σ2

h, ˆ︁βS

)︂
, (59)
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where Neff = (∑︁i q2
i )−1, mA = ∑︁

i∈A qi, BS = q′
ASAqA, and ˆ︁βS is the forward coefficient. The first

four quantities are measured directly from the data. Define

ζ(g, ω̄) ≡ L(g, ω̄)
1 − g

. (60)

For exposure measure m, let Dm(ρc; g, ω̄) denote the coefficient from an auxiliary regression that
applies the empirical transformations and specification to data generated by the model. The
forward restriction is

βmodel
m = µDm(ρc; g, ω̄). (61)

The simulation reproduces annual cross-sectional demeaning and standardization, heterogeneous
variances for adopters and nonadopters, pair-product winsorization, controls, fixed effects, and
the estimation sample. A single forward moment still cannot separately identify (ρc, µ, g, ω̄). We
do not select ρc by matching the negative point estimate. Instead, we invert confidence intervals
conditional on (g, ω̄, µ) and report results under alternative inference methods. Appendix B.6
states this identification limitation and describes the additional data needed for point identification.

4.3.1 Firm size, adoption, and technology-stack overlap

The data determine p, the two candidate aggregate-weight vectors q, Neff , the asset share of
adopting firms, S, Aq, BS , and the scale σ2

h. Table 3 reports selected years. We use 2023 as
the reference cross-section because it is the last exposure year for which the prespecified forward
regression has a next-year outcome. The 2024 recruitment data are reported to show coverage but
do not enter the reference quantitative exercise.

Table 3: Observed firm weights, adoption, and technology-stack overlap

Year Firms Neff Recruitment AI Observed stack Pair overlap ρ∗
c

asset share asset share (weighted) at g = .15

2017 3218 122.1 0.381 0.232 0.271 0.099
2019 3457 126.9 0.354 0.227 0.257 0.108
2021 4297 156.9 0.424 0.318 0.325 0.079
2023 4897 174.0 0.325 0.255 0.391 0.077
2024 4966 169.4 0.316 0.138 0.098 0.446

Notes: Weights are shares of total assets among nonfinancial baseline firms. The narrow AI measure identifies
recruitment records with concrete AI applications; it is not a manually validated measure of use. Adopters with
observed stacks have a nonzero 18-dimensional normalized technology vector. Adopters without observed stacks
are assigned mutually independent latent components. Pair overlap is the asset-weighted mean cosine similarity
for distinct adopter pairs. ρ∗

c is the common-AI variance share at which aggregate investment-error variance first
exceeds the no-AI benchmark.

In 2023, the sample contains 4,897 firms, but concentration in asset weights reduces the effective
number to 174.0. Firms satisfying the narrow adoption measure account for 32.5 percent of
sample assets; 25.5 percent of assets belong to adopters whose detailed stack is observed. The
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asset-weighted mean cosine similarity across distinct adopter pairs is 0.391 under the conservative
treatment of unobserved stacks. The corresponding common-share threshold is ρ∗

c = 0.077 at
g = ω̄ = 0.15. Across 2017–2023, the threshold ranges from 0.077 to 0.200, with 2023 at the low
end because observed stack overlap is high.

Table 4 presents the sensitivity for missing technology-stack identities, and shows that alternative
treatments of unobserved stacks strengthen rather than create the result. Under asset weights,
industry- and year-mean assignments lower the static threshold to 0.044 and 0.042; under network
capital weights they lower it to 0.040 and 0.037. A shared latent component for firms with unobserved
stacks yields intermediate values. The orthogonal baseline is the sharp lower covariance completion,
while the aligned completion reports the maximum consistent with unit stack vectors. Appendix
Table A2 also considers binary components, frameworks alone, and provider/cloud components
alone. The last comparison is economically important: the network-weighted provider/cloud
measure has a one-period threshold of 2.354, so no feasible ρc ∈ [0, 1] produces static fragility. Its
dynamic threshold is 0.433 under the maintained persistence assumptions. The main stress result
therefore requires overlap in the broader implementation stack and should not be interpreted as a
result about provider concentration alone.

Table 4: Sensitivity for missing technology-stack identities

Aggregation weights Missing-stack assignment BS Static ρ∗
c Dynamic ρ∗

c

Listed-firm assets Sharp lower bound (orthogonal) 0.0428 0.077 0.030
Listed-firm assets Industry-centroid imputation 0.0730 0.044 0.017
Listed-firm assets Year-centroid imputation 0.0760 0.042 0.017
Listed-firm assets Shared missing-stack factor 0.0474 0.069 0.027
Listed-firm assets Sharp upper bound (aligned) 0.0762 0.042 0.017
2020 IO capital
weights

Sharp lower bound (orthogonal) 0.0300 0.080 0.031

2020 IO capital
weights

Industry-centroid imputation 0.0586 0.040 0.016

2020 IO capital
weights

Year-centroid imputation 0.0620 0.037 0.015

2020 IO capital
weights

Shared missing-stack factor 0.0357 0.066 0.026

2020 IO capital
weights

Sharp upper bound (aligned) 0.0623 0.037 0.015

Notes: The sharp lower bound gives each unmapped adopter a distinct component orthogonal to every measured stack; it
therefore creates no unsupported off-diagonal covariance. The sharp upper bound aligns every unmapped adopter with the
aggregate measured-stack direction, maximizing BS over unit-vector completions while preserving measured mapped-to-
mapped similarities. Industry and year centroids and a shared orthogonal factor lie between these bounds. Every construction
is a Gram matrix and therefore positive semidefinite.

Figure 1 plots the three annual objects behind this calibration: the asset share of firms satisfying
the recruitment-based AI measure, the share with an observed detailed stack, and the asset-weighted
overlap between distinct adopters. The figure documents that adoption mass and measured overlap

23



are different objects. In particular, adopter mass declines between 2021 and 2023, from 0.424 to
0.325, while weighted overlap rises from 0.325 to 0.391. The sharp fall in measured-stack coverage
and overlap in 2024 also explains why 2023, rather than the final recruitment year, disciplines the
reference geometry.

Figure 1: Observed AI adoption mass and technology-stack overlap
Notes: Asset shares use the nonfinancial sample. Stack-mapped adopters have a nonzero 18-dimensional
framework/provider vector. Unmapped adopters receive zero off-diagonal covariance.

4.3.2 Production-network capital weights

The production-network aggregation uses the 2020 national 42-sector input-output table reported
by the National Bureau of Statistics of China (National Bureau of Statistics of China, 2024). We
use the machine-readable 42-sector representation documented by Xiao (2024) and compare it with
the official yearbook table. Let Zrs be domestic intermediate deliveries from supplier sector r to
purchaser sector s, and let Ys be gross output. We construct Γrs = Zrs/Ys; with this supplier-row
convention, the column-vector formula is d = (I − Γ)−1ϑ. We verify both Y = ΓY + F and equality
between the resulting vector and gross output divided by aggregate value added; the transposed
alternative does not satisfy these relationships. The matrix has spectral radius 0.567, the identities
hold numerically, and the 42 Domar weights sum to 2.655. A sum above one is expected because
intermediate production is counted at each stage.

We map the listed-firm three-character industry code to the IO sectors and set

qN
it =

ds(i)α
K
s(i) ait/

∑︁
j∈s(i) ajt∑︁

r∈Rt
drαK

r

, (62)

where ait is total assets, αK
s is the sectoral capital elasticity, and Rt is the set of represented
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nonfinancial sectors. In the reference calculation we set a common αK
s = 0.30. The common

value cancels from normalized weights, so the calculation requires no claim that the input-output
table identifies sectoral capital shares. Assets proxy for within-sector capital-service shares, while
national Domar weights determine sector importance. In 2023, all 4,897 sample firms map to 40
represented IO sectors. Finance is excluded by design; public administration is not represented.

As shown in Table 5, production-network capital weighting raises the effective number of firms
from 174.0 to 269.5, lowers the aggregate weight of firms satisfying the narrow adoption measure
from 0.325 to 0.296, and lowers weighted stack overlap from 0.391 to 0.327. The one-period
threshold therefore moves slightly upward, from 0.077 under asset weights to 0.080 under network
weights. Network weighting does not drive the fragility result. Once common errors are persistent,
both dynamic thresholds fall to about 0.03 because DC > DI : the common error continues to affect
the capital stock while independent errors dissipate. The network-weighted threshold is 0.031,
almost identical to the asset-weighted threshold of 0.030.

Table 5: Asset and production-network capital aggregation in 2023

Aggregation weights Neff Adopter mass Aq BS Overlap Static ρ∗
c Dynamic ρ∗

c

Listed-firm assets 174.0 0.325 0.0026 0.0428 0.391 0.077 0.030
2020 IO capital weights 269.5 0.296 0.0019 0.0300 0.327 0.080 0.031

Notes: Asset weights are listed-firm total-asset shares. Network capital weights multiply each represented sector’s
2020 gross-output-to-GDP (Domar) weight by its capital elasticity and allocate the result across listed firms in
proportion to assets within the sector. The reference sets a common capital elasticity of 0.30, which cancels
after normalization. Aq =

∑︁
i∈A

q2
i , and BS = q′

ASAqA. The static threshold equates one-period aggregate-error
variance under AI and no AI. The dynamic threshold equates decision-error-induced stationary capital-gap variance
at g = ω̄ = .15, ρK = .85, and ρb = .50.

Figure 2 displays this comparison over the full range of common-error shares. Each curve
plots decision-error-induced stationary capital-gap variance relative to the no-AI benchmark, and
each dot marks the point at which the curve crosses one. The asset- and network-weighted curves
nearly coincide at low common shares and cross at 0.030 and 0.031, respectively; beyond those
points, persistent common errors raise capital-gap risk under either aggregation scheme. The
slightly steeper network curve explains why the 0.10 stress produces a 17.2 percent, rather than
16.1 percent, increase under production-network capital weights.
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Figure 2: Dynamic fragility under asset and production-network capital aggregation
Notes: Decision-error-induced capital-gap variance is relative to no AI. Parameters are g = ω̄ = .15, ρK = .85,
and ρb = .50; dots mark the dynamic thresholds.

4.3.3 Private gain

The paper takes the private value of AI as motivation and varies g ∈ {0.05, 0.10, 0.15, 0.25}. We use
g = .15 as a transparent benchmark in the range of reported task-level performance improvements.
This value matches the order of magnitude in the workplace deployment studied by Brynjolfsson
et al. (2025); other experiments and models likewise find meaningful task-level gains (Noy and
Zhang, 2023; Jovanovic and Rousseau, 2026). These studies measure task productivity, completion
time, or output quality rather than the mean-squared error of corporate investment decisions, so we
use this grid for sensitivity analysis rather than interpret it as an estimate for investment decisions.

Private accuracy gains and actual reliance need not be equal. Table 6 reports the dynamic
common-error thresholds when private gain and reliance differ. The benchmark case g = ω̄ = .15
yields 0.031. Holding g = .15 fixed, increasing reliance from 0.15 to 0.35 lowers the threshold to
0.009, whereas reliance of 0.10 raises it to 0.099. Aggregate risk is therefore greatest when firms
place substantial decision weight on AI relative to the private accuracy it delivers.
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Table 6: Dynamic common-error thresholds when private gain and reliance differ

Actual reliance ω̄ g = .05 g = .10 g = .15 g = .25

0.10 0.009 0.029 0.099 –
0.15 0.006 0.015 0.031 0.239
0.20 0.004 0.010 0.019 0.060
0.35 0.002 0.006 0.009 0.020
0.50 0.002 0.004 0.007 0.013

Notes: Entries are production-network-weighted stationary capital-gap thresholds ρ∗
c(g, ω̄) using the 2023 firm

weights and stack-overlap matrix, ρK = .85, and ρb = .50. We choose AI-signal variance to deliver private MSE
gain g at actual reliance ω̄: σ2

A/σ2
h = (2ω̄ − ω̄2 − g)/ω̄2. A dash marks an infeasible pair with negative implied

variance. The reference case is g = ω̄ = .15.

Overall, Table 6 provides comparative statics in realized private gain and actual reliance.
Holding the gain fixed while varying reliance necessarily changes the implied AI-signal variance;
Appendix Table A4 therefore holds signal quality fixed and varies reliance alone. Moving reliance
from the one-period MSE optimum of 0.15 to 0.20 lowers the dynamic threshold from 0.031 to
0.015 while the realized private gain falls from 0.150 to 0.133. The dynamic private optimum is
0.1498 at the reference persistence. At reliance 0.25, the one-period private gain remains positive
at 0.083, but the threshold falls to 0.006. High reliance can therefore amplify common exposure
even for a fixed technology; the result is not an artifact of changing signal quality across columns
of Table 6.

4.3.4 Inference on the common-error share

The forward regression estimates the response of next-year standardized investment-error products
to common exposure. The coefficient on the prespecified common-exposure measure is −0.00650;
the coefficient on stack similarity is −0.00599. Both are negative and imprecisely estimated. We
therefore use neither point estimate to calibrate ρc.

For exposure measure m, the simulation-based mapping Dm constructs the model covariance
matrix for every exposure year. It then applies the same annual cross-sectional demeaning
and standardization used for the outcome, retains heterogeneous variances for adopters and
nonadopters, reproduces the within-year 1/99 winsorization of the pair product, and estimates the
same specification with the same controls, fixed effects, and sample. If µ ∈ (0, 1] is a maintained
attenuation factor measuring the fraction of the model-implied response recovered in the observed
coefficient, the conditional confidence set is

C1−α(g, ω̄, µ) = {ρc ∈ [0, 1] : µDm(ρc; g, ω̄) ∈ CIm,1−α} . (63)

The case µ = 1 assumes no attenuation from measurement, incomplete use of AI in the relevant
decision, or mismatch between recruitment-year stacks and the investment system. Values below
one impose monotone attenuation. This restriction is not a generic implication of nonclassical
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measurement error, selective deployment, or sample selection, which could also amplify or reverse a
reduced-form response. We therefore report µ as a sensitivity parameter rather than an estimated
reliability statistic.

Table 7: Confidence sets for the common-error share from the forward regression

Exposure measure Inference µ Coefficient upper ρc upper Confidence set

Primary common exposure Industry cluster 1.00 0.00788 0.081 Bounded
Primary common exposure Industry cluster 0.50 0.00788 0.162 Bounded
Primary common exposure Two-way firm cluster 1.00 0.00231 0.024 Bounded
Primary common exposure Two-way firm cluster 0.50 0.00231 0.048 Bounded
Primary common exposure Wild cluster bootstrap-t 1.00 0.13625 1.000 Unbounded
Primary common exposure Wild cluster bootstrap-t 0.50 0.13625 1.000 Unbounded
Stack similarity Industry cluster 1.00 0.00846 0.208 Bounded
Stack similarity Industry cluster 0.50 0.00846 0.417 Bounded
Stack similarity Two-way firm cluster 1.00 0.00400 0.098 Bounded
Stack similarity Two-way firm cluster 0.50 0.00400 0.197 Bounded
Stack similarity Wild cluster bootstrap-t 1.00 0.00531 0.130 Bounded
Stack similarity Wild cluster bootstrap-t 0.50 0.00531 0.261 Bounded

Notes: N = 4,148 pair-years and 19 industries. The simulation reproduces the model covariance matrix, annual
cross-sectional demeaning and standardization, adopter heteroskedasticity, within-year 1/99 winsorization of pair
products, controls, and fixed effects before the confidence interval is inverted. The calculation sets g = ω̄ = .15. The
attenuation factor µ is the maintained fraction of the model-implied response recovered in the observed coefficient;
arbitrary measurement error or sample selection need not satisfy this monotone restriction. Common exposure is
the prespecified measure; stack similarity is supplementary. Wild-cluster-bootstrap-t inference is preferred given
the small number of industry clusters. Under this method, the prespecified measure leaves all ρc ∈ [0, 1] admissible.

Table 7 presents the limited identifying power of the forward regression. With 19 industry
clusters, the two-sided wild-cluster-bootstrap-t interval for the prespecified exposure measure leaves
the entire feasible set [0, 1] admissible. The forward regression therefore does not identify ρc, and
0.10 remains a scenario value. A supplementary specification based directly on stack similarity
is more informative: its bootstrap inversion gives upper endpoints of 0.130 at µ = 1 and 0.261
at µ = .5. Conventional two-way firm clustering produces tighter endpoints, but we do not base
the main conclusions on that inference method. Thus the 0.10 stress value is consistent with the
supplementary specification, while the prespecified exposure measure is too imprecise to bound it.

Figure 3 plots one-period aggregate-error variance relative to no AI as the common-error share
varies, using the 2023 firm distribution and stack matrix. Separate curves vary the maintained
private accuracy gain, and the dots mark the corresponding break-even shares. Every curve initially
reflects the diversification benefit of more accurate adopter decisions and then rises as shared-
error covariance becomes more important. The shaded region is the supplementary direct-stack
bootstrap diagnostic under exact measurement; it contains the reference 0.10 stress value but is
not a confidence set from the prespecified exposure measure.

28



Figure 3: Aggregate variance and the common-error boundary
Notes: Curves use the 2023 firm distribution and stack-overlap matrix; dots mark ρ∗

c . Shading uses the
two-sided wild-cluster-bootstrap-t interval from the supplementary stack-similarity specification under exact
measurement and g = ω̄ = .15; the prespecified exposure measure does not restrict ρc on [0, 1].

4.3.5 Correlated errors in proprietary information

The benchmark sets proprietary errors independent across firms. Section A.8 instead allows a
common proprietary component and evaluates AI relative to that information process. Holding
total proprietary variance fixed, setting the cross-source factor loading κf = 0, and writing
ρh = σ2

u/(σ2
u + σ2

h), Equation (103) gives the incremental break-even condition.
Table 8 shows that this sensitivity is economically important. At g = 0.15, the break-even

AI common share rises from 0.077 when ρh = 0 to 0.169 when only 0.5 percent of proprietary
variance is common, 0.261 at 1 percent, and 0.537 at 2.5 percent. The reason is that AI is replacing
a counterfactual that already does not diversify perfectly. At a 5 percent common proprietary
share, almost all AI-signal error would have to be common for the observed information structure
to raise aggregate variance. We do not assign a value to κf : positive cross-source covariance
means AI repeats part of the same common factor, while negative covariance supplies an offsetting
assessment. This extension makes clear that the benchmark threshold is conditional on a diversified
proprietary-information counterfactual rather than a universal property of AI adoption.
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Table 8: Sensitivity to common errors in the proprietary information process

Common proprietary share ρh Break-even AI share ρ∗
c Feasible in [0, 1]

0.000 0.077 Yes
0.005 0.169 Yes
0.010 0.261 Yes
0.025 0.537 Yes
0.050 0.996 Yes

Notes: The calculation holds the total variance of the proprietary signal fixed and sets covariance between
proprietary and AI common errors to zero. The benchmark with no AI retains the same common proprietary
component. A positive ρh makes the information process being replaced less diversifiable and therefore raises the
incremental AI-commonality needed to increase aggregate variance.

The dynamic version permits the proprietary common component to persist at rate ρu, distinct
from the AI factor’s ρb. Appendix Table A9 reports the full grid. When proprietary errors are
independent, the threshold remains 0.031 at the reference AI persistence. Once a material and
persistent proprietary common component is admitted, the threshold generally exceeds one. Hence
the quantitative fragility result is relative to a diversified proprietary-information benchmark.
Establishing incremental fragility when proprietary assessments also share common errors requires
direct evidence on both information processes, not only on shared AI inputs.

4.3.6 Persistence and local-welfare curvature

Neither ρb nor the effective aggregate-capital curvature is identified by the recruitment and financial
data. We set annual depreciation to δ = 0.06, discounting to β = 0.96, normalize local profit
curvature to one, set ρK = 0.85, and vary ρK over 0.70, 0.85, and 0.90. Equation (74) relates the
reference persistence to an annual adjustment rate λ = 0.096 and forward-looking adjustment-cost
curvature ϕ = 40.54; the persistence range implies ϕ ∈ [7.92, 119.78]. These levels depend on the
profit-curvature normalization, whereas the implied adjustment rates and variance ratios do not. At
the reference values, persistent common errors have a private tracking-loss multiplier mC = 1.016,
and the frictionless dynamic reliance implied by the signal variances is 0.150 after rounding. We
vary ρb from zero to 0.90 and report the break-even λX relative to no AI. At g = ω̄ = .15 and
ρc = .10, the break-even value is 14.6 under asset weights. The reference stress test sets ρb = .50
and λX = 50, assigning substantial effective curvature to persistent aggregate capital mistakes.

Table 9 separates that demanding stress from three informative benchmarks. Low commonality
lowers private, one-period, and dynamic loss. At the static boundary, covariance exactly exhausts
the one-period diversification gain. At the dynamic boundary, one-period variance still falls by 4.7
percent, but persistence exactly exhausts the stationary capital benefit. Only the reference stress
crosses both the dynamic fragility boundary and the local-welfare break-even value.
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Table 9: Reference scenarios under production-network capital aggregation

Scenario ρc ρb λX Private MSE One-period var. Decision-error var. Local welfare loss
∆% ∆% ∆% ∆%

Low
commonality

0.030 0.00 10.0 -4.9 -4.8 -4.8 -4.9

Static boundary 0.080 0.00 14.6 -4.9 0.0 0.0 -4.1
Dynamic
boundary

0.031 0.50 14.6 -4.9 -4.7 0.0 -4.1

Reference stress 0.100 0.50 50.0 -4.9 2.0 17.2 4.0

Notes: Changes are relative to no AI under the same network and effective aggregate-capital curvature. All rows
set g = ω̄ = .15 and ρK = .85. Boundary rows set ρc equal to the corresponding break-even value, so rounding
may leave a displayed change of 0.0. The final row is the reference stress test used for the counterfactuals.

4.3.7 Forward-moment consistency

Table 10 compares model-implied forward moments with the empirical interval from the supplemen-
tary stack-similarity specification. These are consistency checks rather than independent validation
moments, because the same empirical moment is used to construct the conditional parameter set.
The prespecified common-exposure measure remains too imprecise to restrict the common-error
share.

Table 10: Model-implied forward moments and empirical consistency

Scenario ρc Model-implied coefficient Empirical 95% interval Consistent

Dynamic fragility boundary 0.031 0.00126 [−0.02754, 0.00531] Yes
One-period fragility boundary 0.080 0.00325 [−0.02754, 0.00531] Yes
Reference stress 0.100 0.00408 [−0.02754, 0.00531] Yes

Notes: Model-implied coefficients come from the simulation-based stack-similarity specification under g = ω̄ = .15
and µ = 1. The empirical interval is the two-sided 95 percent wild-cluster-bootstrap-t interval based on 19
industries. The prespecified common-exposure measure leaves all ρc ∈ [0, 1] admissible.

In particular, Table 10 reports model-implied forward moments under g = ω̄ = .15 and no
attenuation (µ = 1). The simulation-based stack-similarity specification implies coefficients of
0.00126 at the dynamic fragility boundary, 0.00325 at the static production-network boundary, and
0.00408 at the reference ρc = .10 stress. All lie below the two-sided wild-cluster-bootstrap-t upper
limit of 0.00531. Because the same forward moment is used to form the conditional parameter set,
these are consistency checks rather than independent validation moments. The bootstrap interval
for the prespecified exposure measure remains uninformative about ρc.

4.4 Firm-level gains, aggregate risk, and tail outcomes

At the reference ρc = 0.10, AI lowers private firm MSE by 4.9 percent relative to no AI. Under
asset aggregation, one-period aggregate error variance rises by 2.1 percent and the decision-error
component of stationary capital-gap variance rises by 16.1 percent. Replacing only the aggregate
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weights with production-network capital exposure leaves the 4.9 percent private gain unchanged,
raises one-period variance by 2.0 percent, and raises decision-error-induced capital-gap variance by
17.2 percent. The close comparison identifies the source of amplification: persistent covariance, not
a change in the weights assigned to firms’ private losses.

The 17.2 percent statistic refers only to the capital-gap component generated by decision
errors. Fundamental target innovations in Equation (15) also contribute to total capital volatility
and are held fixed across information structures. Table 11 translates this component into total
variance under the additional assumption that fundamental innovations and decision errors are
orthogonal before and after the experiment. If decision errors account for 25 percent of total
baseline capital-gap variance, the stress test implies a 4.30 percent increase in total variance; if
they account for 10 percent, the increase is 1.72 percent. Without orthogonality, twice the change
in their covariance must be added.

Table 11: Mapping the stress result into total capital-gap variance

Baseline share of total variance due to decision errors Increase in total capital-gap variance

10% 1.72%
25% 4.30%
50% 8.60%
100% 17.20%

Notes: The reference stress raises the decision-error component of stationary production-network-weighted capital-
gap variance by 17.2 percent. The scaling assumes that fundamental target innovations are unchanged and
orthogonal to decision errors both before and after the counterfactual. Under those maintained restrictions, if
decision errors account for share θE of total baseline capital-gap variance, total variance rises by θE times that
percentage. Without orthogonality, the change additionally contains twice the change in the covariance between
fundamental and decision-error components. The table does not estimate θE or that covariance.

Table 12 then separates the role of the aggregation weights from the role of the information
structure, and evaluates alternative information structures under both weighting schemes. It
reports the percentage change from no AI in private MSE, one-period aggregate variance, and
decision-error-induced stationary capital-gap variance, together with the normalized local welfare-
loss index, for the same four information structures under asset and production-network capital
weights.

With production-network capital weights, four independent stacks reduce the increase in
decision-error-induced capital-gap variance from 17.2 to 10.3 percent, 50 percent independent
correction reduces it to 5.2 percent, and constrained-efficient reliance lowers it 3.3 percent below
no AI. Asset-weighted conclusions are similar. The correction experiment preserves the persistence
of each firm’s common-error component, so its gain comes only from lower cross-firm covariance.
Shared dependence is therefore quantitatively important at fixed adoption and private accuracy in
the maintained stress experiment.
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Table 12: Asset and production-network capital aggregation stress tests

Aggregation Information
structure

Private MSE Aggregate var. Decision-error capital var. Flow loss

∆% ∆% ∆% (no AI = 100)

Listed-firm assets Observed stacks -4.9 2.1 16.1 105.8
Listed-firm assets Four independent

stacks
-4.9 -1.6 7.0 101.2

Listed-firm assets Observed + 50%
correction

-4.9 -2.4 5.0 100.2

Listed-firm assets Constrained-efficient
reliance

-2.6 -4.6 -3.4 97.0

2020 IO capital
weights

Observed stacks -4.9 2.0 17.2 104.0

2020 IO capital
weights

Four independent
stacks

-4.9 -0.8 10.3 101.2

2020 IO capital
weights

Observed + 50%
correction

-4.9 -2.9 5.2 99.2

2020 IO capital
weights

Constrained-efficient
reliance

-3.1 -5.0 -3.3 96.8

Notes: Changes and the normalized stationary local welfare-loss index are relative to no AI under the same
aggregation weights. Parameters are g = ω̄ = .15, ρc = .10, ρK = .85, ρb = .50, and λX = 50. Four-stack diversity
reallocates fixed adopter weight across independent, equal-quality stacks. Independent correction rotates 50 percent
of a shared factor into firm-specific factors with the same variance and persistence.

Mutual independence across model families is a limiting case. Appendix Table A3 implements
Equation (44). With four balanced families, the dynamic threshold rises from 0.010 under a
single family to 0.043 when family errors are independent, but only to 0.024 when their residual
correlation is 0.25. The relevant policy object is reliance-weighted error diversity, not the number
of contractual vendors.

The planner’s heterogeneous reliance problem holds the adopter set and stack matrix fixed. It
is a constrained-efficiency calculation using the local welfare criterion, not an optimum of a fully
specified dynamic general-equilibrium model. Let pA and qA collect the private and aggregate
adopter weights, let QA = diag(qA), let mC = M(ρb)/M(0), and define

λD = λXDI , λC = λXDC . (64)

The planner solves a strictly convex quadratic program. Before box constraints, its first-order
condition is [︂

diag{pi(σ2
h + σ2

ν + mCσ2
c )} + λD diag{q2

i (σ2
h + σ2

ν)} + λCσ2
c QASAQA

]︂
ωS

= σ2
hpA + λDσ2

h(qA ⊙ qA).
(65)

The off-diagonal elements of the last term are the covariance externality; its diagonal elements are
also present in firms’ private losses through mC . Firms with high aggregate exposure or extensive
stack overlap with other highly exposed firms receive lower constrained-efficient reliance, all else
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equal. In the reference stress test, decentralized reliance is 0.150 for each firm classified as an
adopter, whereas the private-weighted constrained-efficient mean is 0.065 under asset weights. The
allocation lowers the normalized local welfare-loss index from 105.8 under observed stacks to 97.0,
below the no-AI value of 100, because it preserves part of the private accuracy gain while sharply
reducing common exposure.

Variance does not fully describe rare model failures. We therefore report Gaussian and Student-
t5 tails after scaling both distributions to the same variance. Under observed stacks, the two-sided
99th-percentile absolute aggregate error is 1.09 percentage points of the investment-rate scale
under Gaussian shocks and 1.32 percentage points under t5 shocks. The heavy-tailed value is
about 21 percent larger even though second moments are identical. A common AI shock can
therefore matter for stress testing even when average covariance is imprecisely estimated. Following
robust-control logic, the tail experiment is a sensitivity analysis rather than a claim about the true
shock distribution (Hansen and Sargent, 2008).

Figure 4 illustrates the persistence mechanism. The response is normalized to one on impact;
in levels, Equation (15) scales it by the adjustment rate λ. With no persistence in the information
error, the response subsequently decays at ρK . When the upstream error persists, new correlated
mistakes occur while the existing capital gap is still unwinding, producing a larger and longer-lived
response. The figure is a model impulse response, not an estimated event study.

Figure 4: Capital-gap response to a common AI shock
Notes: The response to a common stack-factor innovation is normalized to one on impact under ρK = .85. In
levels, the response is multiplied by the adjustment rate. Curves vary common-error persistence ρb; after the
initial innovation, the factor follows its AR(1) law of motion.
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4.5 Summary of quantitative results

The quantitative analysis yields four conclusions. First, the 2023 distribution of firm size and
technology-stack overlap implies a one-period common-error threshold near 0.08 under either asset
weights or production-network capital weights. Provider and cloud overlap alone does not cross
this threshold because its break-even value exceeds one. Second, capital adjustment and persistent
common errors are the main source of dynamic amplification, lowering the threshold to about 0.03.
Third, the result does not depend on equating private gain with actual reliance or assigning firms
with unobserved stacks to common components. High reliance relative to the realized private gain
increases fragility, whereas independent correction and genuinely different model families raise
the threshold. Fourth, fragility is measured relative to the information process that AI replaces.
Common and persistent errors in proprietary assessments can eliminate the benchmark crossing.

The forward regression limits how strongly these thresholds can be interpreted. The supplemen-
tary stack-similarity specification is consistent with the 0.10 stress value, but preferred small-cluster
inference for the prespecified exposure measure leaves the entire feasible range of ρc admissible.
Section 5 therefore treats every experiment as conditional on the stated information structure and
parameter values. The analysis reports break-even conditions and policy rankings, not an estimate
of the economy’s current position relative to the fragility threshold.

5 Counterfactuals and policy
This section compares alternative information structures. Unless stated otherwise, every experiment
holds fixed the 2023 adopter set, private weights, aggregate capital-exposure weights, proprietary-
signal variance, private gain, capital law of motion, common-error persistence, and effective
aggregate-capital curvature. The first set of counterfactuals changes only the covariance matrix
through stack assignment or independent correction; the constrained-efficient counterfactual changes
reliance while holding adoption and stack identity fixed. Implementation costs are initially set to
zero and then introduced through break-even values. The main table uses listed-asset weights;
Table 12 repeats the central experiments with production-network capital weights while retaining
asset-based private-loss weights. The reference stress test uses g = ω̄ = 0.15, ρc = 0.10, ρK = 0.85,
ρb = 0.50, and λX = 50. These values define a conditional scenario rather than estimates of the
current economy.

5.1 Counterfactuals

We evaluate ten allocations.

1. No AI : firms classified as adopters set ωi = 0.

2. Observed stacks: adopting firms set ωi = g, using the lower-bound assignment for unobserved
stacks.

3. Single stack: all adopting firms load on one common factor, so BS = m2
A.
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4. Two, four, or eight independent stacks: fixed adopter asset mass is assigned greedily to
equalize total asset exposure across mutually independent, equal-quality stacks.

5. Independent correction: 25 or 50 percent of a shared factor is rotated into firm-specific factors
with the same variance and persistence.

6. Diversity plus correction: four independent stacks plus 25 percent correction.

7. Constrained-efficient reliance: the planner solves Equation (65) under observed stacks,
conditional on the local welfare approximation.

Equal-quality independence is a clean benchmark, not an assumption about products currently
on the market. Products with different names may share a foundation model, training corpus,
cloud layer, or evaluation convention. Conversely, two deployments of the same foundation model
can generate less correlated errors if they use genuinely independent data, retrieval, validation, and
override processes. The economic object is error covariance, not vendor count.

Table 13 reports all ten allocations under listed-asset aggregation. The mean-reliance column
records the decision weight placed on AI; the next four columns index private accuracy, aggregate
error variance, decision-error-induced capital-gap variance, and local welfare loss to 100 under no
AI. The final column compares each allocation with observed stacks at the same parameter values.

Figure 5 also provide a visual comparison for six representative allocations, with private MSE in
blue and capital-gap risk in red. Both table and figure show three central comparisons. First, shared
dependence matters even when private benefits are held fixed. Observed stacks lower private MSE
by 4.9 percent but raise decision-error-induced capital-gap variance by 16.1 percent in the reference
stress test. Moving all adopters onto one stack leaves the private gain unchanged and raises
that variance by 50.5 percent. Thus the same adoption rate and firm-level accuracy can produce
substantially different aggregate risk. Second, genuine diversity preserves the productive technology
while restoring aggregation. Four independent stacks reduce one-period aggregate variance to
1.6 percent below no AI, although persistent common factors still leave decision-error-induced
capital-gap variance 7.0 percent above no AI. Eight stacks reduce aggregate variance by 4.5 percent
and essentially return the dynamic variance to its no-AI level. These gains come entirely from
reducing BS ; firm MSE is unchanged.

Third, independent correction is quantitatively meaningful but less powerful than broad diversity
in this stress. Rotating 50 percent of a shared factor lowers aggregate variance 2.4 percent below
no AI and reduces the dynamic increase from 16.1 to 5.0 percent. Combining four stacks with
25 percent correction lowers aggregate variance by 2.9 percent and leaves decision-error-induced
capital-gap variance 3.8 percent above no AI. These experiments retain the corrected component’s
persistence, so the improvement comes only from lower cross-firm covariance. Constrained-efficient
reliance goes further by concentrating reductions on large and stack-central adopters: its dynamic
variance is 3.4 percent below no AI while private MSE remains 2.6 percent lower.
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Table 13: 2023 counterfactuals under listed-asset aggregation

Scenario Mean ω Private MSE Aggregate var. Decision-error var. Flow loss Gain vs. observed
Index (no AI = 100) Gain to observed (%)

No AI 0.000 100.0 100.0 100.0 100.0 5.5
Observed stacks 0.150 95.1 102.1 116.1 105.8 0.0
Single stack 0.150 95.1 115.9 150.5 123.3 -16.5
Two independent
stacks

0.150 95.1 104.2 121.5 108.6 -2.6

Four independent
stacks

0.150 95.1 98.4 107.0 101.2 4.4

Eight independent
stacks

0.150 95.1 95.5 99.8 97.5 7.8

Observed + 25%
correction

0.150 95.1 99.8 110.6 103.0 2.7

Observed + 50%
correction

0.150 95.1 97.6 105.0 100.2 5.3

Four stacks + 25%
correction

0.150 95.1 97.1 103.8 99.5 5.9

Constrained-efficient
reliance

0.065 97.4 95.4 96.6 97.0 8.3

Notes: Reference stress test: g = ω̄ = 0.15, ρc = 0.10, ρK = 0.85, ρb = 0.50, and λX = 50. The four indices normalize
their no-AI values to 100; local welfare loss is Equation (50). The last column reports the percentage loss reduction relative
to observed stacks at the same parameter vector, so policy benefits and the no-AI comparison are visible simultaneously.
Diversity reallocates fixed adopter mass across independent equal-quality stacks; correction replaces shared exposure with
firm-specific factors while preserving individual variance and persistence.

Figure 5: Private accuracy and capital-gap risk across information structures
Notes: Private MSE and decision-error-induced capital-gap variance equal 100 under no AI. Constrained-
efficient reliance holds adoption and stack identity fixed while optimizing reliance under the maintained loss
function.
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5.2 Counterfactual ranges under parameter uncertainty

The primary small-cluster result comes from the prespecified common-exposure measure and admits
every ρc ∈ [0, 1]. Table 14 then reports a supplementary sensitivity exercise using the narrower
stack-similarity set. At g = ω̄ = .15, its two-sided wild-cluster-bootstrap-t set is [0, .130] when
the response is not attenuated and [0, .261] when the maintained attenuation factor is one half.
For every information structure, we recompute stationary capital risk and the normalized local
welfare-loss index over the entire set. Constrained-efficient reliance is also recomputed at each
value of ρc. Table 14 presents the counterfactual ranges over the conditional confidence set.

Table 14: Counterfactual ranges over the conditional confidence set

Information structure Capital-risk index Flow-loss index Gain vs. observed (%)

Reliability µ = 1.0: ρc ∈ [0, 0.130]
No AI [100.0, 100.0] [100.0, 100.0] [-6.3, 8.6]
Observed stacks [93.1, 123.1] [94.1, 109.4] [0.0, 0.0]
Single stack [93.1, 167.9] [94.1, 132.2] [-20.8, 0.0]
Four independent stacks [93.1, 111.3] [94.1, 103.3] [0.0, 5.5]
Eight independent stacks [93.1, 101.8] [94.1, 98.5] [0.0, 9.9]
Observed + 50% correction [93.1, 108.7] [94.1, 102.0] [0.0, 6.7]
Four stacks + 25% correction [93.1, 107.0] [94.1, 101.2] [0.0, 7.5]
Constrained-efficient reliance [93.1, 96.9] [94.1, 97.2] [0.0, 11.1]

Reliability µ = 0.5: ρc ∈ [0, 0.261]
No AI [100.0, 100.0] [100.0, 100.0] [-6.3, 19.8]
Observed stacks [93.1, 153.2] [94.1, 124.7] [0.0, 0.0]
Single stack [93.1, 243.0] [94.1, 170.4] [-36.7, 0.0]
Four independent stacks [93.1, 129.5] [94.1, 112.6] [0.0, 9.7]
Eight independent stacks [93.1, 110.5] [94.1, 103.0] [0.0, 17.4]
Observed + 50% correction [93.1, 124.3] [94.1, 110.0] [0.0, 11.8]
Four stacks + 25% correction [93.1, 120.9] [94.1, 108.3] [0.0, 13.2]
Constrained-efficient reliance [93.1, 97.6] [94.1, 97.8] [0.0, 21.6]

Notes: Each interval gives the minimum and maximum over the two-sided 95% wild-cluster-bootstrap-t conditional
set from the supplementary stack-similarity specification at g = ω̄ = .15 and the stated value of µ. Capital risk is
decision-error-induced stationary capital-gap variance; both indices set no AI to 100. The last column compares
each information structure with observed stacks at the same ρc. Constrained-efficient reliance is recomputed at
every grid point. The prespecified exposure measure has a wider bootstrap interval and is reported separately;
these ranges are conditional scenario ranges rather than sampling intervals around the reference stress test.

These ranges clarify the interpretation of the policy results. Observed stacks improve aggregate
outcomes at the lower endpoint but generate fragility at higher common-error shares. Diversity
and correction therefore provide insurance against common errors: their value is small when
common errors are negligible and rises with the common share. The final column reports each
gain relative to observed stacks at the same parameter value, while the middle columns retain the
no-AI benchmark. Because the prespecified measure yields an uninformative interval, the robust
conclusion is a conditional ranking of information structures, not a claim that current welfare loss
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exceeds the no-AI benchmark.

5.3 Cost and quality break-even values

Diversity and correction are not free. Independent models may have lower task accuracy, interoper-
ability requires engineering, and human review delays decisions. We therefore report two break-even
objects. The annual cost ceiling is the largest implementation cost, in no-AI local welfare-loss
index points, that preserves an alternative’s advantage over observed stacks. The quality ceiling is
the largest proportional increase in AI-signal variance that leaves the alternative preferable. We
report it both at fixed reliance and after firms re-optimize decentralized reliance in response to the
degraded signal.

Table 15: Decision thresholds under listed-asset aggregation (Implementation-cost ceiling)

Information structure ρ∗
c Break-even λX Cost cap Quality-penalty cap (%)

(loss points) Fixed reliance Reoptimized

Observed stacks 0.077 14.6 0.0 0.0 Not binding
Single stack 0.030 – 0.0 0.0 0.0
Two independent stacks 0.062 – 0.0 0.0 0.0
Four independent stacks 0.131 – 4.6 38.2 Not binding
Eight independent stacks 0.294 – 8.3 98.9 Not binding
Observed + 25% correction 0.103 – 2.8 20.3 Not binding
Observed + 50% correction 0.154 – 5.6 50.8 Not binding

Notes: The fragility threshold is where aggregate error variance equals its no-AI value. The break-even effective
aggregate-capital curvature makes normalized loss under observed adoption equal no AI. Cost ceilings are the
largest annual implementation cost, measured in no-AI local welfare-loss index points, that preserves the indicated
information structure’s advantage over observed stacks. Quality-penalty ceilings are the largest proportional
increase in AI-signal variance that preserves that advantage. The fixed-reliance column holds reliance at 0.15; the
last column lets firms reoptimize it as quality changes. “Not binding” means reoptimized reliance converges to zero
and the allocation approaches no AI, which already dominates observed stacks in the reference stress test. A zero
or missing entry means the alternative does not reduce local welfare loss at the reference parameters.

As shown in Table 15, under the reference stress test, four and eight independent stacks
support normalized per-period implementation-cost ceilings of 4.6 and 8.3 no-AI loss-index points,
respectively. Replacing 25 percent and 50 percent of a shared factor with firm-specific factors
supports 2.8 and 5.6 points. At fixed reliance, their quality-penalty ceilings are finite. After
firms re-optimize reliance, the ceiling is not binding in the reference stress test: as signal quality
deteriorates, optimal reliance converges to zero and the allocation approaches no AI, which already
dominates observed stacks at ρc = .10. This does not imply an unlimited subsidy. It reflects firms’
ability to reduce reliance as signal quality falls; implementation-cost ceilings remain finite, and all
policy values decline as λX , ρc, or ρb falls. The table therefore provides conditional break-even
values rather than a universal policy schedule.

The fragility thresholds provide a separate measure of resilience. Under observed stacks,
ρ∗

c = 0.077. Concentrating all adopters on one stack lowers the threshold to 0.030; four independent
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stacks raise it to 0.131; eight raise it to 0.294. Replacing 50 percent of shared cross-firm dependence
with firm-specific exposure raises it to 0.154. An information structure is more resilient when a
larger common-error share is required before aggregate variance exceeds the no-AI benchmark.

5.4 Adoption diffusion and concentration

Let m be the aggregate weight of adopting firms and HS the concentration of reliance-weighted
economic exposure across independent stacks. Under common reliance g and abstracting from
firm-level granularity, BS ≃ m2HS . The common contribution to aggregate variance is therefore
approximately

VC ≃ σ2
c g2m2HS . (66)

The aggregate weight of adopting firms enters quadratically when new adopters join an existing
stack. Diversity enters through HS . Doubling aggregate exposure on a fixed stack can quadruple
the common component even though each new adopter receives the same private gain. Allocating
the enlarged exposure across four independent families offsets three quarters of the single-family
component only when cross-family errors are independent; Equation (44) gives the residual when
they are not.

At the firm level, the marginal common-variance contribution of reliance is

∂VC

∂ωi
= 2σ2

c qi (SΩq)i . (67)

The marginal contribution is high when a firm has a large aggregate weight, relies heavily on
AI, and shares inputs with other highly exposed firms. Under asset weights, size drives qi; under
production-network capital weights, Equation (62) also raises qi for firms in economically important
upstream sectors. This marginal contribution is a more informative object for monitoring than
an unweighted adoption count. It also shows why restrictions based only on firm-level model risk
can miss aggregate exposure: a modest-risk use at a firm with high network capital exposure may
contribute more covariance than intensive use at a small, isolated firm.

The current recruitment data do not reveal complete foundation-model market shares because
explicit provider mentions are sparse and downstream tools can hide upstream dependencies. This
measurement gap directly motivates a supervisory inventory of foundation model, version, major
fine-tuning or retrieval corpus, cloud dependency, decision domain, degree of automaticity, human
override, and fallback system. The Financial Stability Board identifies third-party concentration,
market correlation, and model risk as leading AI-related vulnerabilities (Financial Stability Board,
2024); related concerns appear in BIS and IMF assessments of common algorithms and service-
provider concentration (Bank for International Settlements, 2024; International Monetary Fund,
2024).
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5.5 Policy phase diagram

Figure 6 varies the common share and off-diagonal overlap while holding 2023 adoption mass and
private gain fixed. It uses a moderate λX = 10, below the 2023 break-even value of 14.6, so that
three regions are visible.

Figure 6: Policy regions by common error and stack overlap
Notes: The vertical axis scales 2023 off-diagonal overlap; one denotes the observed value. Green indicates
lower aggregate variance than no AI, gold indicates higher variance but lower normalized flow loss, and red
indicates higher normalized flow loss. Dotted lines mark the reference common share and observed overlap.

Adoption-support region. When the common-error share and overlap are below the threshold
in Equation (58), AI improves both firm decisions and aggregate diversification. Covariance-based
restrictions have no rationale in this region. Policy should facilitate productive adoption, workforce
adjustment, experimentation, and competitive entry while maintaining ordinary model governance.

Monitoring and stress-test region. Aggregate variance is higher, but private gains still
dominate the local welfare calculation at the stated curvature. The appropriate response is
improved measurement rather than a quantitative reliance cap: model inventories, version histories,
override logs, common-scenario stress tests, and independent validation. These measures improve
estimates of S, ρc, and ρb and make future intervention contingent on evidence. NIST’s AI risk
framework emphasizes lifecycle governance, measurement, monitoring, documentation, and testing
rather than a one-time certification (Autio et al., 2024). The FSB’s proposed sound practices
similarly organize governance around the AI lifecycle (Financial Stability Board, 2026).
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Targeted-resilience region. Targeted resilience requirements can become justified within
the model when common error, overlap, persistence, and systemic exposure are jointly high
enough to overturn private gains. The model favors interventions that reduce covariance directly:
interoperable procurement, credible access to independent model families, multi-model routing,
independent retrieval or human forecasts, offline fallback, and stress tests that shock common
upstream components. A broad tax on AI use or a fixed adoption quota is poorly targeted because
it also suppresses low-covariance uses and because true reliance is difficult to observe.

5.6 Policy design in practice

The counterfactuals imply four policy principles.

1. Map dependencies and stress common components. Large firms and systemically important
institutions should maintain a machine-readable inventory linking each consequential decision
system to its foundation model, version, data sources, cloud services, decision domain, reliance
or override rate, and fallback. Validation should report not only standalone accuracy but
also pairwise covariance, common-factor persistence, and tail co-movement under shared data
omissions, model updates, regime shifts, and cyber incidents.

2. Make diversity verifiable. Procurement should distinguish vendor diversity from error diversity.
Independent evaluation sets, data lineage, foundation-model disclosure, and correlated-failure
tests can verify whether systems are genuinely independent. Interoperability and data
portability make multi-model routing feasible and reduce the cost ceilings reported in
Table 15.

3. Preserve independent correction and fallback. Human review matters only when it supplies
independent information and can change the action. A nominal reviewer who sees the
same recommendation and lacks alternative data does not implement r > 0. High-exposure
decisions should retain an independent forecast or retrieval channel, record overrides, and
operate when the primary system is unavailable.

4. Escalate with exposure and update the threshold. Quantitative resilience requirements should
focus on firms with large asset or production-network capital weights, high reliance, extensive
overlap with other users, persistent common errors, and weak fallback systems. Requirements
should be recomputed as model-version, forecast, and override data arrive, with automatic
review when covariance, concentration, or persistence changes.

These principles are most valuable in finance, utilities, infrastructure, and other domains
where synchronized decisions carry large aggregate weights. Their unifying target is measurable
shared dependence rather than a categorical restriction on AI. This exposure-contingent approach
complements work on regulating transformative technologies under uncertain harms and learning
about AI through policy experimentation (Acemoglu and Lensman, 2024; Guerreiro et al., 2023).
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5.7 Robustness and testable implications

The conclusions survive several conceptual robustness checks. Separating g from ω̄ shows that the
decisive risk is reliance that is high relative to realized private gain. Greater ρb strongly raises
decision-error-induced capital-gap risk: at ρK = 0.85, the common multiplier rises from 3.60 when
ρb = 0 to 27.07 when ρb = 0.90. Heavy tails raise the 99th-percentile error without changing
variance rankings. The reduced-form coordination benefit in Appendix A.10 shifts the planner’s
policy boundary toward greater common reliance, so a setting with material social gains from
aligned decisions requires a correspondingly larger covariance cost before diversification is preferred.

The mechanism yields testable implications. Conditional on reliance, exposure to common
models and versions should predict future covariance in signed errors; genuinely independent
correction should attenuate this relationship; and common AI shocks should affect firms with large
marginal contributions in Equation (67) most strongly. If direct forecast data place a tight upper
bound on ρc below the threshold in Equation (40) for economically important sectors, the fragility
channel is rejected.

The quantitative analysis shows when the mechanism becomes economically important, which
information structures change the threshold, why the current forward data do not locate the
economy relative to that threshold, and which conditional policies preserve private AI benefits
while reducing common exposure.

6 Conclusion
Artificial intelligence can improve decentralized decisions while making aggregate capital accumula-
tion more exposed to common mistakes. A firm values the effect of AI on its own forecast variance
but does not internalize how its reliance changes the covariance of errors across other users. Shared
models, data, and software therefore create an information-diversification externality even when
every adopter becomes more accurate.

The empirical analysis documents the shared inputs through which this mechanism can operate.
Within detailed industries, firms with more similar recruitment-based AI stacks disclose more similar
AI-application portfolios in annual reports, and the two variables are constructed from independent
documents and dictionaries. This evidence supports using technology-stack overlap as a measure
of common inputs into firms’ AI deployment, but the coefficient is not interpreted structurally.
Its magnitude and precision vary with pair-sample construction. The forward synchronization
evidence is considerably less informative and does not identify the latent common-error share under
preferred small-cluster inference.

The model shows why shared dependence matters for aggregate outcomes within a single
economic chain. Operating profits define full-information capital targets; firms choose information
and capital in a forward-looking adjustment problem; and installed capital enters competitive
sectoral production directly. AI reliance creates covariance through partial stack overlap, adjustment
converts decision errors into persistent capital gaps, and Domar weights and capital elasticities give
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larger aggregate exposure to mistakes at upstream and economically central firms. The quantitative
analysis separates local private-loss weights from production-network capital exposure, realized
private gains from actual reliance, and broad implementation overlap from provider and model
overlap. Macroeconomic fragility is greatest when reliance is high relative to the private accuracy
AI delivers, when reliance-weighted exposure is concentrated, and when common components
persist.

Using 2023 data on firms’ technology-stack overlap and economic exposure, the model produces
a one-period common-error threshold of about 0.08 under both listed-asset and production-network
weights. Reference persistence lowers the stationary threshold to about 0.03. In the conditional
ρc = .10 stress test, private MSE falls by 4.9 percent while the decision-error component of
production-network-weighted capital-gap variance rises by 17.2 percent. Under orthogonality,
a one-quarter baseline decision-error share translates this change into a 4.3 percent increase in
total variance. Provider and cloud overlap alone has a static threshold above one, and correlated
proprietary errors can also eliminate the benchmark crossing. These results describe conditional
boundaries rather than establish that the economy is currently fragile.

The policy implication follows directly. The relevant target is shared dependence, not adoption.
Dependency inventories and common-component stress tests measure the externality; interoper-
ability and verifiable model diversity reduce stack concentration; independent forecasts, retrieval
channels, and empowered review create correction; and exposure-sensitive standards focus attention
on firms with large production-network capital weights. These tools can preserve the private value
of AI while restoring the information diversity on which aggregate resilience depends.
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Online Appendix for:
Common AI: Shared Dependence and Macroeconomic

Fragility

Appendix A provides proofs for the theoretical model. Appendix B presents quantitative derivations.
Appendix C reports data construction and additional empirical results.

A Model derivations and proofs
This appendix derives the capital policy, private reliance rule, aggregate thresholds, production-
network weights, and planner’s first-order condition. It also records the extensions used in the
quantitative sensitivity analysis.

A.1 The forward-looking capital target

Suppress firm subscripts. Conditional on the full-information target process, conjecture a value
function

Vt(k) = 1
2Pk2 − Rtk + Ct. (68)

Let y = kt+1. The terms in the Bellman problem that depend on y are

κ

2 (y − θt+1)2 + ϕ

2 (y − Akt)2 + βEt

[︃1
2Py2 − Rt+1y

]︃
. (69)

The first-order condition is

(κ + ϕ + βP )y = ϕAkt + κθt+1 + βEtRt+1. (70)

Set κ̄ = κ + βP and define the forward-looking target

z∗
t+1 = κθt+1 + βEtRt+1

κ̄
. (71)

Then
kF I

t+1 = A(1 − λ)kF I
t + λz∗

t+1, λ = κ̄

κ̄ + ϕ
. (72)

Substitution into the Bellman equation gives

P = ϕA2κ̄

κ̄ + ϕ
, (73)

which is Equation (5). Under noisy information and the maintained linear information rule,
certainty equivalence replaces z∗

t+1 with ˆ︁zt+1. The estimate is formed from the signals available
when capital is chosen; the latent common component is not separately observed. Subtracting the
full-information policy proves Equations (13) and (15), without imposing a separate law of motion
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on the primitive target.
Let ρK = A(1 − λ) and normalize κ = 1. The Riccati equation and policy coefficients imply

λ = 1 − ρK

A
, P = AρKκ

1 − βAρK
, ϕ = ρKκ

(A − ρK)(1 − βAρK) . (74)

The admissible region is 0 ≤ ρK < A. These identities are checked numerically for every reported
capital-persistence value.

A.2 Private dynamic loss and Proposition 1

Consider one component of target error with unconditional variance v and autocovariance

Cov(et, et−j) = rjv. (75)

Iterating Equation (15) gives

xt = λ
∞∑︂

j=0
ρj

Ket−1−j . (76)

Therefore

Cov(xt, et)
v

= λr

1 − ρKr
, (77)

Var(xt)
v

= λ2 1 + ρKr

(1 − ρ2
K)(1 − ρKr) = λ2D(r). (78)

Since ρK − A = −Aλ, the investment deviation satisfies

xt+1 − Axt = λ(et − Axt). (79)

Using Equations (77)–(78) yields Equation (17) and hence M(r) in Equation (18).
The full-information path satisfies the first-order conditions for Equation (4). Consequently the

linear terms in a second-order comparison with the noisy-information path vanish in expectation,
and the incremental expected tracking loss is

1
2E
[︂
κx2

t+1 + ϕ(xt+1 − Axt)2
]︂

. (80)

Independent proprietary and idiosyncratic AI errors receive multiplier M(0); the persistent common
factor receives M(ρb). Dividing by M(0) > 0 gives Equation (19). Its first and second derivatives,
absent c(ω), are

P ′(ω) = −2(1 − ω)σ2
h + 2ω(σ2

ν + mCσ2
c ), (81)

P ′′(ω) = 2(σ2
h + σ2

ν + mCσ2
c ) > 0. (82)

Solving the first-order condition proves Proposition 1. Substitution shows that the minimized loss
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is strictly below σ2
h.

When mC = 1, the same argument applied to one-period MSE gives Equation (22). For
arbitrary realized g and ω̄, expanding Vi(ω̄) = (1 − g)σ2

h and solving for total AI-error variance
proves Equation (23).

A.3 One-period aggregation and Proposition 2

Equation (24) follows immediately from

e = (I − Ω)ε + Ω(σcV f + ν) (83)

and mutual independence. Premultiplying and postmultiplying by q′ and q gives Equation (26).
For common reliance among adopters, their contribution under AI is

σ2
h(1 − ω̄)2Aq + ω̄2σ2

A{(1 − ρc)Aq + ρcBS}, (84)

where σ2
A = σ2

c + σ2
ν . Under no AI it is σ2

hAq. Equation (23) gives ω̄2σ2
A = σ2

hL(g, ω̄). Subtracting
the benchmark and collecting diagonal and off-diagonal terms yields

∆VE = σ2
h{−gAq + ρcL(g, ω̄)(BS − Aq)}. (85)

Solving for the zero establishes Proposition 2. Under a single stack and equal weights, Aq = 1/N ,
BS = 1, and ω̄ = g, which gives Equation (29).

A.4 Dynamic aggregation and Proposition 4

Let a scalar common component bt have variance VC and persistence ρb, and let the remaining
aggregate target error have variance VI . Divide the aggregate capital gap by the common adjustment
rate. For ˜︁Xt+1 = ρK

˜︁Xt + bt + ηt, stationarity gives

Cov( ˜︁Xt, bt) = ρbVC

1 − ρKρb
. (86)

Substitution into the variance recursion produces

Var( ˜︁Xt) = VI

1 − ρ2
K

+ (1 + ρKρb)VC

(1 − ρ2
K)(1 − ρKρb)

, (87)

Multiplying by λ2 proves Proposition 3. Orthogonal stack factors add because their innovations
are uncorrelated.

Under no AI, adopter target errors are serially independent and contribute σ2
hAq. Under AI,

the change in the serially independent component is

∆VI = −σ2
hgAq − σ2

hρcL(g, ω̄)Aq, (88)
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while persistent stack factors contribute

VC = σ2
hρcL(g, ω̄)BS . (89)

Applying DI and DC gives Equation (39); solving its zero proves Proposition 4.

A.5 Production-network weights

Proposition 8 (Capital aggregation in competitive equilibrium). In any competitive equilibrium
conditional on predetermined capital, sectoral gross-output shares relative to aggregate value added
are d = (I − Γ)−1ϑ. The first-order response of real aggregate consumption to sectoral capital
services is

∑︁
s dsαK

s d log Ks.

Let aggregate value added be V A = ∑︁
r prCr. Profit maximization over intermediate inputs

implies
prMrs = ΓrspsYs. (90)

Define dr = prYr/V A. Cobb–Douglas demand gives prCr/V A = ϑr. Multiplying goods-market
clearing by pr/V A, using Equation (90), and stacking sectors gives

d = ϑ + Γd, d = (I − Γ)−1ϑ. (91)

Hulten’s envelope result, allowing predetermined factor quantities to vary, is

d log C =
∑︂

s

ds dzs +
∑︂

s

dsαK
s d log Ks. (92)

Substituting d log Ks = ∑︁
i∈s πi|sxi and normalizing by d̄K gives Equation (38). The result is local

and conditional on capital. It does not supply a dynamic law for household saving or for the target
process.

A.6 Local welfare criterion and Proposition 5

Let W(K) denote welfare evaluated along the sequence of conditional production equilibria and let
the full-information path be the reference point for the information comparison. For a small vector
of decision-error capital gaps x, a generic local expansion contains both first- and second-order
terms,

W(KF I) − W(KF I + x) = −G′x + 1
2x′Hx + o(∥x∥2), (93)

where G is the welfare gradient and H is minus the local welfare Hessian. Because the information
errors and the induced stationary capital gaps are mean zero, E[G′x] = 0. The firm problem
separately derives the diagonal tracking losses. The production network identifies the first-order
aggregate direction q, but not the full second-order welfare matrix. We therefore use χXqq′, with
χX ≥ 0, as a maintained rank-one representation of the additional aggregate loss rather than
claiming to recover the entire Hessian. Under a common adjustment rate, Var(X) = λ2 ˜︁VX ; defining
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λX = χXλ2, taking expectations, and adding resource costs gives Equation (41).
For adopters, the private part of the Hessian in reliance is

diag{pi(σ2
h + σ2

ν + mCσ2
c )}. (94)

The serially independent part of aggregate capital variance contributes

λXDI diag{q2
i (σ2

h + σ2
ν)}, (95)

and the common part contributes λXDCσ2
c QASAQA. The linear term is σ2

hpA + λXDIσ2
h(qA ⊙ qA).

This proves Equation (42).
For Proposition 5, impose equal weights, one common stack, and common reliance. The

decentralized denominator is
HD = σ2

h + σ2
ν + mCσ2

c . (96)

The planner’s reliance is

ωS = σ2
h(1 + λXDI/N)

HD + λX{DI(σ2
h + σ2

ν)/N + DCσ2
c }

. (97)

Comparing it with ωD = σ2
h/HD shows that ωS < ωD if and only if DC > mCDI/N . This

proves the proposition. The quantitative program imposes the unit interval by deterministic
box-constrained quadratic optimization and verifies the Karush–Kuhn–Tucker residuals.

A.7 Diversity and independent correction

For mutually independent stacks, the common component is σ2
c

∑︁
k m2

k. Cauchy–Schwarz implies

∑︂
k

m2
k ≥ (∑︁k mk)2

K
, (98)

with equality at balanced economic exposure. This proves Proposition 6. Direct expansion with
pairwise cross-family correlation ρF gives Equation (44).

Under Equation (45), the variance and autocovariance of each firm’s common component are
unchanged because ft and ζit have the same marginal process. For common correction r, define

Bω = (qA ⊙ ωA)′SA(qA ⊙ ωA), Aω =
∑︂
i∈A

q2
i ω2

i . (99)

Before correction, persistent aggregate variance is σ2
c Bω; afterward it is σ2

c {(1 − r)Bω + rAω}.
Multiplication by DC gives Equation (47). A firm’s correction changes its covariance with other
firms, but that covariance does not enter its private tracking loss, and its own marginal error process
is fixed. It therefore obtains no private benefit from correction absent some separate organizational
return. A planner values the covariance reduction whenever Bω > Aω, proving Proposition 7.
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A.8 Common proprietary errors

Proprietary assessments may also load on a common component. For the one-period sensitivity
exercise, let

hi = z∗
i + u + εi, (100)

ai = z∗
i + σcv

′
if + νi, (101)

where Var(u) = σ2
u. A joint factor representation can allow u and AI factors to covary while

preserving positive semidefiniteness. The quantitative sensitivity sets that cross-source covariance
to zero because the available data do not identify it.

Normalize total proprietary variance Vh = σ2
u + σ2

h, define ρh = σ2
u/Vh, retain ρc = σ2

c /(σ2
c + σ2

ν),
and impose the one-period reference relation Va/Vh = (1 − g)/g. Let m = ∑︁

i∈A qi. Subtracting
the no-AI aggregate variance gives

∆VE

Vh
= − gAq + ρh{(2g − g2)Aq − 2gm + g2m2}

+ g(1 − g)ρc(BS − Aq). (102)

Hence
ρ∗

c(ρh) = gAq − ρh[(2g − g2)Aq − 2gm + g2m2]
g(1 − g)(BS − Aq) . (103)

A common proprietary benchmark generally raises the incremental AI commonality required for
fragility because the information being replaced was already less diversifiable.

A.9 Binary adoption

Suppose adoption fixes reliance at ω̄ > 0 and costs Fi. In the one-period benchmark, gross private
benefit is

GD(ω̄) = 1
2
{︂

σ2
h −

[︂
(1 − ω̄)2σ2

h + ω̄2(σ2
c + σ2

ν)
]︂}︂

. (104)

The firm adopts if Fi ≤ GD(ω̄). With m equal-weight adopters already on the same stack, an
additional adopter changes common variance by

∆V c
E(m) = ω̄2σ2

c

N2 (2m + 1). (105)

The firm internalizes its own contribution but not the covariance term with existing adopters. The
quantitative analysis conditions on adoption because productivity spillovers and the adoption-cost
distribution are not identified.

A.10 Reduced-form coordination benefit

Some environments value aligned actions. To show how such a force changes the comparison
without claiming a strategic game, consider a single common stack with equal reliance and define
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cross-sectional dispersion

D(ω) = 1
N

∑︂
i

E[(ei − ē)2] =
(︃

1 − 1
N

)︃
{(1 − ω)2σ2

h + ω2σ2
ν}. (106)

Adding γD(ω), γ ≥ 0, to the local social loss places extra weight on disagreement and can raise
constrained-efficient common reliance. The covariance cost continues to lower reliance, while the
dispersion benefit raises it. The quantitative baseline sets γ = 0. Because other firms’ actions
do not enter any firm’s private payoff, this is a welfare sensitivity analysis, not a Bayesian-Nash
equilibrium.

B Quantitative appendix
This appendix describes the empirical inputs used in Sections 4–5 and derives the reported thresholds
and counterfactuals.

B.1 Sample, weights, adoption, and technology-stack overlap

For each year 2017–2024, we retain observations satisfying sample_base==1, exclude the financial
industry, and require positive total assets. Let ait be total assets. The private-loss weight is

pit = ait∑︁
j ajt

. (107)

Asset aggregation sets q = p; production-network aggregation replaces only q. The effective
number of firms is Neff,t = 1/

∑︁
i q2

it. Our narrow adoption measure is the recruitment indicator
ai_app_verified==1; despite the variable name, this indicator is not based on manual validation.
An adopter has an observed technology stack when stack_active==1 and the 18 framework and
provider components documented in Appendix C.1 form a nonzero vector.

For each adopter with an observed stack, we collect the 18 normalized components stack_u1

through stack_u18 in vi and set Sij = v′
ivj . Each adopter without an observed stack receives a

distinct orthogonal basis vector. Thus all adopters have Sii = 1, observed pairs have cosine overlap,
and any pair involving an unobserved stack has Sij = 0. This convention preserves the adopter’s
individual common-error variance without imposing unsupported off-diagonal covariance.

The proprietary-error scale is the private-weighted cross-sectional variance of inv_error_roll5

among nonadopters:

ˆ︁σ2
h,t =

∑︁
i/∈At

pit(uit − ū0t)2∑︁
i/∈At

pit
, ū0t =

∑︁
i/∈At

pituit∑︁
i/∈At

pit
. (108)

This moment sets units; it does not assert that the residual is pure signal error. Measurement error
and real shocks are among the reasons that the firm-precision and forward-synchronization designs
do not structurally identify the model.
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B.2 Input-output data, industry crosswalk, and Domar weights

The network input is the 2020 China 42-sector input-output table. Rows are suppliers and columns
are purchasers, so Γrs = Zrs/Ys, Y = ΓY + F , and d = (I − Γ)−1(F/GDP ). We verify domestic
intermediate use plus final use against gross output by product, intermediate inputs plus value
added against gross output by industry, and the Domar vector against gross output divided by
GDP. The maximum relative product-market discrepancy is below 7 × 10−16, and the maximum
absolute Domar discrepancy is below 7 × 10−16. The transposed formula has a maximum absolute
discrepancy of 0.095, confirming the supplier-row orientation used in the analysis.

The industry crosswalk maps each three-character listed-firm industry to one input-output
sector. Manufacturing codes preserve the table’s detailed subsectors; services map to wholesale and
retail, transport, accommodation, information technology, real estate, business services, research,
technical services, utilities, public services, and related categories. Mapping coverage is 100 percent
in every reported year; 40 nonfinancial sectors are represented in 2023.

For each represented sector s, the listed-firm weights sum to the sector’s Domar weight times
its capital elasticity before the final normalization:

˜︁qN
it = dsαK

s

ait∑︁
j∈s ajt

, qN
it =

˜︁qN
it∑︁

j ˜︁qN
jt

. (109)

The reference sets αK
s = .30 for every represented sector, so the common elasticity cancels from

normalized weights. This construction separates national sector importance from allocation among
listed firms and makes explicit that the weight is the elasticity of aggregate consumption to a
firm capital deviation. It is not a claim that total assets are the ideal within-sector capital-service
measure; physical capital services could be used when consistently available. Table A1 reports the
largest 2023 sectors under the implemented weights.

Appendix Table A1 shows how the input–output adjustment changes economic exposure relative
to listed-asset shares. Construction remains the largest represented sector, with 11.1 percent of
network capital exposure, but agriculture rises from 0.6 percent of listed assets to 5.2 percent of
network exposure and wholesale and retail rises from 2.7 to 5.8 percent. These reallocations are
the source of the difference between asset and network weights; the last column also shows where
recruitment-based AI adoption is located within the aggregate exposure measure.
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Table A1: Largest sectors under production-network capital aggregation, 2023

IO Sector Firms Asset share Network share AI-adopter share

27 Construction 87 0.153 0.111 0.044
12 Manufacture of chemical products 795 0.072 0.059 0.005
28 Wholesale and retail trades 180 0.027 0.058 0.016
01 Agriculture, forestry, animal husbandry and fishery 40 0.006 0.052 0.028
06 Manufacture of foods and tobacco 176 0.023 0.049 0.006
14 Smelting and processing of metals 110 0.040 0.047 0.002
29 Transport, storage, and postal services 107 0.052 0.047 0.010
20 Manufacture of communication equipment, com-

puters and other electronic equipment
613 0.067 0.042 0.021

33 Real estate 82 0.087 0.041 0.012
31 Information transmission, software and information

technology services
407 0.056 0.037 0.032

Notes: Network capital shares use the allocation described in Table 5 and sum to one across all represented
nonfinancial sectors, not just those shown. With a common capital elasticity, normalized sector shares equal
normalized Domar shares. AI-adopter share is the part of the economy-wide listed-firm capital-exposure weight
assigned to firms satisfying the narrow recruitment-based adoption measure in the sector. The national input–
output table contains 42 sectors; the table reports sectors with the largest exposure shares.

B.3 Derivation of the empirical fragility threshold

No AI implies V 0
E = σ2

h

∑︁
i q2

i . For an adopter with private gain g and actual reliance ω̄, total
individual variance is σ2

h(1 − g). Therefore adopter diagonal terms change aggregate variance by

−σ2
hg
∑︂
i∈A

q2
i = −σ2

hgAq. (110)

At the same time, Equation (23) gives

σ2
c = ρc(σ2

c + σ2
ν) = ρcσ

2
h

L(g, ω̄)
ω̄2 . (111)

The off-diagonal covariance contribution is

ω̄2σ2
c

∑︂
i̸=j

qiqjSij = σ2
hρcL(g, ω̄)OS . (112)

Adding the diagonal improvement and off-diagonal covariance gives Equation (57); solving for
equality gives Equation (58).

For missing-stack sensitivity, mapped adopters retain their observed vectors. Industry-centroid
imputation assigns an unmapped adopter the normalized mean vector among mapped adopters in
its three-character industry, with the year centroid as fallback. Year-centroid imputation assigns
that fallback to every unmapped adopter. The shared-factor assignment augments mapped vectors
with a zero nineteenth component and gives each unmapped adopter a unit loading on that
component. Each construction is a Gram matrix and therefore positive semidefinite. Table 4
reports the resulting BS and thresholds.
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The reported endpoints are sharp over unit-vector completions that leave all measured mapped-
to-mapped similarities fixed. Let u = ∑︁

i∈M qivi be the weighted vector of mapped adopters, let
mU = ∑︁

i∈U qi be unmapped adopter mass, and let HU = ∑︁
i∈U q2

i . Assigning every unmapped
firm a distinct component orthogonal to u and to one another gives

BL
S = ∥u∥2 + HU . (113)

Aligning every unmapped firm with u/∥u∥ gives

BU
S = (∥u∥ + mU )2. (114)

The lower construction eliminates every unsupported off-diagonal term. The upper follows from
Cauchy–Schwarz and is attained by the aligned construction.

Appendix Table A2 shows that binary-component cosine and framework-only cosine yield
thresholds close to the intensity-weighted baseline. By contrast, provider/cloud overlap produces
one-period thresholds above two under both weighting schemes, outside the feasible range for a
variance share. The quantitative result is therefore tied to common implementation components
broadly measured, not to provider concentration by itself.

Table A2: Alternative measures of technology-stack overlap

Aggregation weights Stack-overlap measure BS Static ρ∗
c Dynamic ρ∗

c

Listed-firm assets Intensity-weighted cosine (baseline) 0.0428 0.077 0.030
Listed-firm assets Binary-component cosine 0.0389 0.085 0.033
Listed-firm assets Framework-only cosine 0.0456 0.072 0.028
Listed-firm assets Provider/cloud-component cosine 0.0038 2.596 0.452
2020 IO capital weights Intensity-weighted cosine (baseline) 0.0300 0.080 0.031
2020 IO capital weights Binary-component cosine 0.0267 0.090 0.035
2020 IO capital weights Framework-only cosine 0.0316 0.075 0.029
2020 IO capital weights Provider/cloud-component cosine 0.0029 2.354 0.433

Notes: Each measure produces a positive-semidefinite Gram matrix. Binary-component cosine ignores mention
intensity; the framework measure uses the first 7 components, while the provider and model measure uses the last
11. An adopter with no active component in a narrower measure receives an orthogonal component. All rows use
g = ω̄ = .15, ρK = .85, ρb = .50, and the lower-bound treatment of unobserved stacks.

For K mutually independent stacks, we sort adopter exposures qiω̄i from largest to smallest
and assign each firm to the stack with the lowest current exposure. If stack k has reliance-weighted
aggregate exposure mk, then BS = ∑︁K

k=1 m2
k. This allocation approximates the minimum concen-

tration attainable with indivisible firms and leaves adoption and individual accuracy unchanged.
With residual pairwise cross-family error correlation ρF , the common-exposure index becomes
ρF (∑︁k mk)2 + (1 − ρF )∑︁k m2

k.
Appendix Table A3 quantifies the distinction between nominal and effective diversity. With

four balanced families, independence raises the dynamic threshold from 0.010 to 0.043, but residual
cross-family correlation of 0.25 limits it to 0.024. Adding named families has progressively less
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value when their errors remain correlated.

Table A3: Diversity gains under residual cross-family correlation

Cross-family correlation ρF One family Two families Four families Eight families

0.00 0.010 0.021 0.043 0.089
0.10 0.010 0.019 0.033 0.051
0.25 0.010 0.017 0.024 0.031
0.50 0.010 0.014 0.017 0.019

Notes: Entries are dynamic production-network-weighted fragility thresholds. With reliance-weighted family loads
mk, the common-exposure index is BF = ρF (

∑︁
k

mk)2 +(1−ρF )
∑︁

k
m2

k. Family loads are greedily balanced subject
to indivisible firm weights. Cross-family correlation erodes but does not mechanically eliminate diversification
gains.

B.4 Reliance at fixed AI-signal quality

Table 6 varies realized private gain and reliance as separate sufficient statistics. That comparison
necessarily changes implied signal quality across cells. To hold the information technology fixed,
let rA = σ2

A/σ2
h. At arbitrary reliance ω, the realized private gain is

g(ω; rA) = 1 −
[︂
(1 − ω)2 + rAω2

]︂
. (115)

We set rA = (1 − .15)/.15 = 5.667, which makes ω = .15 optimal for one-period MSE, and vary
only reliance. With persistent common errors, the corresponding optimum for the dynamic private
tracking loss is 0.1498 at the reference parameters. The resulting thresholds isolate under- and
over-reliance for the same signal technology.

Appendix Table A4 holds AI-signal variance fixed and varies only reliance. Moving from the
one-period optimum of 0.15 to reliance of 0.20 lowers the realized private gain from 0.150 to 0.133
and halves the dynamic threshold from 0.031 to 0.015; at reliance of 0.25, the threshold falls to
0.006. Excess reliance can therefore increase aggregate sensitivity even without any change in the
underlying AI technology.

Table A4: Reliance at fixed AI-signal quality

Case Reliance ω Realized private gain Dynamic ρ∗
c

Lower reliance 0.10 0.133 0.062
One-period optimum 0.15 0.150 0.031
Higher reliance 0.20 0.133 0.015
Higher reliance 0.25 0.083 0.006

Notes: Total AI-error variance is fixed at σ2
A/σ2

h = (1 − .15)/.15 = 5.667, so reliance of 0.15 minimizes one-period
MSE. With persistent common errors, the corresponding optimum for dynamic private tracking loss is 0.1498
at the reference parameters. At arbitrary reliance, the realized private gain is 1 − [(1 − ω)2 + (σ2

A/σ2
h)ω2]. The

final column is the production-network-weighted stationary common-error threshold using the 2023 stack matrix,
ρK = .85, and ρb = .50. Unlike Table 6, this exercise changes reliance without changing signal quality.
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B.5 Simulation-based confidence sets for the common-error share

Under symmetric actual reliance and conditional on stack similarity,

Cov(ei, ej | Sij) = ω̄2σ2
c Sij = σ2

hρcL(g, ω̄)Sij . (116)

Since adopter MSE is σ2
h(1 − g), pairwise error correlation is

Corr(ei, ej | Sij) = ρcζ(g, ω̄)Sij , ζ(g, ω̄) = L(g, ω̄)
1 − g

. (117)

The forward outcome is the 1/99-winsorized product of errors that have first been demeaned and
standardized over the full firm cross-section in each year. Adopters and nonadopters have different
variances in the model, and demeaning itself creates covariance. Consequently, the model-implied
coefficient cannot be obtained from a simple regression of raw stack similarity on standardized
stack similarity.

For each exposure year and candidate ρc, we construct the model covariance matrix for every
firm with an observed next-year error. We apply the annual centering matrix, use the same
sample standard-deviation normalization, and obtain each pair’s centered conditional variance and
covariance. A Gaussian-mixture simulation with 250,000 draws per year computes the population
1st and 99th percentiles of the standardized pair product. Twenty-node Gauss–Hermite quadrature
then evaluates the expected winsorized product for each of the 4,148 estimation observations.
Finally, we include the same pair and industry-year fixed effects and partial out the same controls.
Applying these transformations to the observed outcome reproduces the empirical coefficient before
the model-implied outcomes are evaluated.

Table A5 verifies that the simulation-based mapping is numerically stable. Increasing the
Gaussian-mixture draw count from 125,000 to 500,000 per exposure year and changing the quadra-
ture rule from 12 to 32 nodes leave the model-implied coefficient at ρc = .10 essentially unchanged.
Repeating the lower-draw calculation with five seeds yields similarly small dispersion. These checks
address numerical approximation only; they do not add identifying information about ρc. Appendix
Table A5 shows that the model-implied coefficient at ρc = .10 remains between 0.00401 and 0.00411
as the draw count and quadrature rule change. Across five seeds at the lower draw count, the
reported standard deviation is 0.000001. Numerical approximation is therefore negligible relative
to the sampling uncertainty in the forward regression.
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Table A5: Numerical convergence of the simulation-based mapping

Configuration Mixture draws Quadrature nodes Model coefficient

Lower draw count 125,000 20 0.00408
Reference 250,000 20 0.00408
Higher draw count 500,000 20 0.00408
Fewer quadrature nodes 250,000 12 0.00411
More quadrature nodes 250,000 32 0.00401

Random-seed check Number of seeds Standard deviation Range

125,000 draws, 20 nodes 5 0.000001 [0.00408, 0.00408]

Notes: The table reports the model-implied coefficient at ρc = .10 for the supplementary direct stack-similarity
specification. Each row holds the economic parameters, estimation sample, winsorization rule, controls, and fixed
effects constant. The reference calculation uses seed 20260814, 250,000 mixture draws per exposure year, and
20-node Gauss–Hermite quadrature. The seed check uses five independently shifted seeds at the lower draw count.

We apply this procedure to the prespecified common-exposure measure and to a supplementary
specification based directly on stack similarity. At g = ω̄ = .15, the model-implied coefficient in
the supplementary specification rises from zero at ρc = 0 to 0.00408 at ρc = .10; the corresponding
coefficient for the prespecified measure rises to 0.00972. The saved response curves are weakly
increasing at every point of the reported grid; the replication code stops if this condition fails
before inversion. We invert two-way firm-clustered intervals, industry-clustered intervals, and
wild-cluster-bootstrap-t intervals based on 9,999 draws and 19 industries. Under the preferred
small-cluster calculation, the prespecified measure admits every ρc ∈ [0, 1]. The supplementary
specification has upper endpoints of 0.130 at µ = 1 and 0.261 at µ = .5. These are conditional
confidence sets rather than unconditional structural bounds. The replication files report the
simulation seed, grids, annual cutoffs, model-implied response curves, monotonicity check, and
inverted sets.

B.6 Identification rank and moment classification

The quantitative exercise combines variables measured directly from the data with a single reduced-
form covariance moment. This subsection makes the resulting identification limits explicit. For the
parameter vector

ϑ = (ρc, µ, g, ω̄)′, (118)

the forward model moment for exposure measure m is mF (ϑ) = µDm(ρc; g, ω̄). Its local Jacobian is

GF (ϑ) = ∂mF

∂ϑ′ = (µDm,ρc , Dm, µDm,g, µDm,ω̄) . (119)

This 1 × 4 matrix has rank at most one at regular interior values. Thus the forward regression
cannot separately identify ρc, µ, g, and ω̄. The inversion in Equation (63) conditions on an
externally informed g and stated values of ω̄ and µ; under preferred small-cluster inference, even
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that conditional set remains [0, 1].
The quantities Neff , mA, Aq, and BS are sample analogues rather than moments used to

estimate structural parameters. The input-output matrix and the resulting Domar vector are also
taken from the data. Their exact reproduction in Table 10 follows by construction and contributes
no overidentifying restriction. The proprietary-error variance σ2

h fixes the scale of the quadratic
loss; conclusions reported as percentage changes and break-even thresholds are invariant to this
normalization.

Several economically important parameters are not separately identified by the available
moments. The stack-factor persistence ρb would require a time series of stack-specific forecast
errors or common AI shocks. Actual reliance ω̄ would require decision-level measures of how
managers weight AI output. The attenuation factor µ would require validation data linking
observed recruitment stacks to deployed decision systems and their realized covariance. The
effective aggregate-capital curvature λX = χXλ2 would require an external mapping from network-
weighted capital gaps into consumption or resource losses. We therefore report these parameters
as sensitivity dimensions or break-even values rather than assign unsupported point estimates. A
future panel containing forecast vintages, model identifiers, managerial overrides, realized decisions,
and downstream output losses would provide the additional moments needed for joint estimation.

B.7 General planner problem

Fix the adopter set. Let pA and qA collect private-loss and aggregate weights, let Q = diag(qA),
S = SA, h = σ2

h, c = σ2
c , and n = σ2

ν . Up to terms independent of adopter reliance, the annual loss
is

2L(ω) =
∑︂
i∈A

pi[(1 − ωi)2h + ω2
i n + mCω2

i c] (120)

+ λD

∑︂
i∈A

q2
i [(1 − ωi)2h + ω2

i n] + λCc ω′QSQω, (121)

where λD and λC are defined in Equation (64). The Hessian is

H = diag{pi(h + n + mCc)} + λD diag{q2
i (h + n)} + λCcQSQ. (122)

Every diagonal term in the first matrix is positive and QSQ is positive semidefinite, so H is
positive definite. The unique unconstrained solution is Equation (65). The implementation imposes
0 ≤ ωi ≤ 1 by deterministic coordinate descent if the linear-system solution violates a bound. No
constraint binds in the reported reference solution.

The marginal common-variance contribution in Equation (67) follows by differentiating

VC = c ω′QSQω. (123)
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Since QSQ is symmetric,
∂VC

∂ωi
= 2c [QSQω]i = 2cqi(SΩq)i. (124)

The reference criterion weights firm-level losses by listed assets. Table A6 replaces those weights
with equal firm weights while holding production-network capital exposure fixed. The observed
allocation remains above the no-AI loss benchmark and constrained-efficient reliance remains
below decentralized reliance under either convention. Private-loss weights affect the break-even
effective aggregate-capital curvature and the level of efficient reliance, but not the aggregate fragility
threshold because the capital-exposure weights and covariance structure are unchanged.

Appendix Table A6 presents the sensitivity to private-loss weights, and shows that equal firm
weights lower the private mass assigned to adopters from 0.325 to 0.126 and reduce the break-even
aggregate-capital curvature from 21.1 to 8.2. Under both conventions, observed-stack loss exceeds
100 and constrained-efficient loss is below 100. The welfare ranking is thus unchanged, although
the efficient mean reliance and curvature required to reverse the comparison are weight dependent.

Table A6: Sensitivity to private-loss weights

Private-loss weights Adopter weight Break-even λX Efficient ω̄ Observed loss Efficient loss
index index

Listed-asset shares 0.325 21.1 0.073 104.0 96.8
Equal firm weights 0.126 8.2 0.104 105.8 97.6

Notes: Aggregate exposure is held at the production-network capital weights, and all other parameters equal the
reference stress test. The loss indices normalize no AI to 100 within each private-weight scheme. Listed-asset shares
are the reference private weights. Equal firm weights assign every listed firm the same weight in the firm-level
component of the local welfare criterion. Aggregate variance and the fragility threshold are unchanged because
aggregate weights are held fixed.

B.8 Persistence sensitivity

Table A7 reports Equation (52). Common-error persistence matters most when the capital gap is
already persistent.

Table A7: Dynamic variance multipliers

ρK DI DC(ρb = 0) DC(ρb = .5) DC(ρb = .9)

0.70 1.96 1.96 4.07 8.64
0.85 3.60 3.60 8.93 27.07
0.90 5.26 5.26 13.88 50.14

Notes: DI = (1 − ρ2
K)−1 applies to serially independent aggregate innovations. DC applies to the common

component when the stack factor follows an AR(1) with persistence ρb.

Appendix Table A7 shows the interaction between capital and common-error persistence. At
the reference ρK = .85, the multiplier rises from 3.60 for an i.i.d. innovation to 8.93 when ρb = .50
and 27.07 when ρb = .90. The gap is smaller when capital adjusts more quickly and larger when
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the installed-capital gap is more persistent.
The AR coefficient is tied to adjustment primitives rather than varied in isolation. Table A8

fixes annual depreciation and discounting, translates each ρK through the forward-looking mapping
in Equation (74), and reports the resulting production-network-weighted dynamic threshold.

Appendix Table A8 links each capital-persistence value to the adjustment rate and quadratic
adjustment cost implied by the firm’s forward-looking problem. Raising ρK from 0.70 to 0.90 lowers
the annual adjustment rate from 0.255 to 0.043 and raises the cost curvature from 7.92 to 119.78.
Despite this wide range, the dynamic network threshold changes only from 0.037 to 0.029 because
both independent and common errors pass through the same capital law of motion; their relative
persistence drives the crossing.

Table A8: Forward-looking capital adjustment and dynamic fragility

ρK Adjustment rate λ Cost ϕ DI DC MC/MI Network ρ∗
c

0.70 0.255 7.92 1.96 4.07 1.014 0.037
0.85 0.096 40.54 3.60 8.93 1.016 0.031
0.90 0.043 119.78 5.26 13.88 1.012 0.029

Notes: The infinite-horizon capital problem fixes annual depreciation at δ = 0.06, discounting at β = 0.96, and
normalizes local profit curvature to one. It implies ρK = (1−λ)(1−δ) and ϕ = ρK/[(1−δ−ρK)(1−β(1−δ)ρK)]. DI

and DC map i.i.d. and persistent target errors into capital-gap variance at ρb = .50. MC/MI is the corresponding
ratio of firms’ stationary tracking losses and enters the private reliance problem. The final column is the common-AI
share that makes decision-error-induced stationary production-network-weighted capital-gap variance equal the
no-AI benchmark.

For arbitrary observed weights, Proposition 4 implies

ρ∗,X
c = DIgAq

L(g, ω̄)(DCBS − DIAq) . (125)

At the 2023 Domar values Aq = 0.001906, BS = 0.030009, g = ω̄ = .15, ρK = .85, and ρb = .50, the
threshold is 0.03094. The asset-weighted value is 0.02990. If ρb = 0, the corresponding values revert
to their one-period thresholds, 0.07978 and 0.07701. The reduction is therefore due to relative
persistence DC/DI , not the normalization of aggregate weights.

Appendix Table A9 evaluates the information counterfactual directly. When proprietary errors
are independent, greater AI-error persistence lowers the threshold from 0.080 to 0.010. Once 25
percent of proprietary-error variance is common, however, the threshold exceeds one in all but the
case with serially independent proprietary errors and highly persistent AI errors; at a 50 percent
proprietary common share it always exceeds one. The benchmark fragility calculation therefore
requires the information displaced by AI to be substantially more diversified than the AI error
itself.
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Table A9: Dynamic benchmark with common proprietary information

Proprietary common share ρh Persistence ρu AI persistence ρb ρ∗
c

0.00 0.00 0.00 0.080
0.00 0.00 0.50 0.031
0.00 0.00 0.90 0.010
0.00 0.50 0.00 0.080
0.00 0.50 0.50 0.031
0.00 0.50 0.90 0.010
0.00 0.90 0.00 0.080
0.00 0.90 0.50 0.031
0.00 0.90 0.90 0.010
0.25 0.00 0.00 > 1
0.25 0.00 0.50 > 1
0.25 0.00 0.90 0.768
0.25 0.50 0.00 > 1
0.25 0.50 0.50 > 1
0.25 0.50 0.90 > 1
0.25 0.90 0.00 > 1
0.25 0.90 0.50 > 1
0.25 0.90 0.90 > 1
0.50 0.00 0.00 > 1
0.50 0.00 0.50 > 1
0.50 0.00 0.90 > 1
0.50 0.50 0.00 > 1
0.50 0.50 0.50 > 1
0.50 0.50 0.90 > 1
0.50 0.90 0.00 > 1
0.50 0.90 0.50 > 1
0.50 0.90 0.90 > 1

Notes: Entries compare stationary decision-error-induced capital variance with and without AI. Proprietary
common errors and AI common errors are orthogonal. The calculation holds total proprietary-error variance fixed
and allows its common component to have persistence ρu distinct from AI persistence ρb. A value above one means
that the one-factor benchmark cannot cross the fragility boundary on the feasible parameter space.

B.9 Independent correction, quality penalties, and tails

When a share r of each shared factor is rotated into a firm-specific factor with the same variance
and persistence, the aggregate contribution of those factors before applying the dynamic multiplier
is

VP (r) = c

{︄
(1 − r)ω′QSQω + r

∑︂
i

q2
i ω2

i

}︄
. (126)

The transformation leaves each firm’s AI-error variance and autocovariance unchanged, reduces
off-diagonal covariance, and applies the common-component multiplier DC to both terms. A quality
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penalty δ ≥ 0 multiplies both common and idiosyncratic AI-signal variances by 1 + δ. Firms then
re-optimize decentralized reliance for the dynamic private tracking loss,

ωD(δ) =
[︃
1 + 1 − g

g
(1 + δ){(1 − ρc) + mCρc}

]︃−1
. (127)

For each information structure, we solve by bisection for the δ at which normalized local welfare
loss equals observed-stack loss. The annual cost ceiling is the corresponding loss difference at δ = 0,
expressed in no-AI loss-index points.

For tail comparisons, the Gaussian absolute 99th percentile is 2.5758
√

VE . A Student-t5 variable
scaled to variance VE has absolute 99th percentile

t5,0.995

√︃
3
5VE = 4.0321

√︃
3
5VE . (128)

The Student tail is 21.2 percent larger for any fixed variance. This exercise changes the tail law
but does not alter the variance-based constrained-efficiency ranking.

C Empirical appendix
C.1 Data construction

C.1.1 Identifier harmonization and duplicate checks

The stock-code harmonization routine converts source identifiers to strings, trims spaces and tabs,
removes a trailing spreadsheet-style “.0,” extracts the numeric component, and left-pads it to six
digits. Records with no recoverable code are excluded. The finance file is required to be unique
by stock code and year before any merge. The precise and extended MD&A files are collapsed
to one stock-code–year observation by summing term counts and taking the maximum reported
document length, after which uniqueness is again asserted. Recruitment records are collapsed only
after job-level duplicate removal.

Duplicate checks detect no repeated stock-code–year observations in the cleaned 2001–2025
finance file or in the collapsed precise and extended MD&A files. The merged analysis file preserves
a one-to-one code-year structure. All specifications use the cleaned financial data and impose the
stated sample period before variables are constructed.

The baseline sample screen is applied at the firm-year level after constructing lags: year 2014–
2024, positive total assets, nonmissing detailed industry, nonfinancial industry, and no ST marker
in the firm’s short name. Years 2012–2013 are retained in the working panel only to construct lags
and historical forecasts. All final outcomes stop in 2024.

C.1.2 Recruitment coverage and classification counts

Table A10 shows why detailed-stack analysis is inherently sparse. The broad recruitment archive is
very large, but concrete AI, deployment, customization, and provider mentions are rare. Coverage
also falls sharply in 2022 and changes again in 2023–2024. Industry-by-year effects remove aggregate
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changes in the archive only to the extent that they affect firms within cells similarly; they cannot
repair firm-specific missing recruitment activity.

Table A10: Recruitment archive and detailed AI classification counts by year

Year Raw ads Core ads Concrete AI Deployment Generic only Customization Provider

2014 30 30 0 0 0 0 0
2015 69 60 0 0 0 0 0
2016 681,356 533,877 3,500 778 1,563 95 20
2017 2,055,528 1,607,724 13,754 3,900 7,495 380 122
2018 1,488,784 1,162,581 15,676 5,362 9,617 466 307
2019 660,277 515,299 11,107 4,615 5,475 326 224
2020 797,316 644,260 11,670 5,450 7,278 377 339
2021 906,765 740,794 9,056 4,074 7,462 276 297
2022 323,845 270,111 2,031 796 2,167 58 67
2023 219,685 181,690 5,080 2,470 1,791 348 431
2024 375,051 325,162 3,573 1,665 2,438 359 240

Notes: Core advertisements are deduplicated records linked to a listed company or subsidiary. Concrete AI excludes
generic wording; deployment and customization require both concrete AI and the corresponding dictionary.

Appendix Table A10 shows that the archive’s size does not translate mechanically into detailed
AI support. For example, 2023 contains 181,690 core advertisements but only 5,080 concrete-AI,
2,470 deployment, 348 customization, and 431 provider records. The sharp contraction to 270,111
core advertisements and 2,031 concrete-AI records in 2022 motivates the exclusion check reported
for the main cross-source regression.

The concrete-AI classifier searches the lower-cased concatenation of job title, description, and
recruitment category. Its conceptual dictionary comprises the following groups:

• learning methods: machine learning, deep learning, neural networks, reinforcement learning,
boosting, and algorithm-engineer roles;

• language and foundation models: natural-language processing, LLM, AIGC, ChatGPT,
Transformer, BERT, Llama, Qwen, GLM, and Hugging Face;

• perception and interaction: computer/machine vision, image and speech recognition, speech
synthesis, recommendation systems, and knowledge graphs;

• software frameworks: PyTorch/Torch, TensorFlow/Keras, PaddlePaddle, MindSpore, XG-
Boost, LightGBM, CatBoost, and scikit-learn;

• applied systems: robot algorithms and autonomous-driving algorithms.

The Chinese-language regular expressions include the direct Chinese equivalents and common
product names. Generic occurrences of “AI” or “artificial intelligence” are evaluated separately
and do not by themselves satisfy the concrete classifier.

Deployment requires a concrete technology and at least one term indicating deployment,
launch, integration, production environment, inference/model service, platform engineering, busi-
ness application, private/local deployment, customer service, recommendation, risk modeling,
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demand forecasting, or supply-chain algorithms. Customization requires concrete AI and a
term indicating proprietary or in-house development, private/local deployment, fine-tuning, ver-
tical/industry/domain models, knowledge bases, RAG/retrieval augmentation, proprietary data,
secondary development, compression, distillation, quantization, or prompt engineering.

The five business-application categories cover production and quality; marketing and customers;
operations and supply chains; risk and compliance; and R&D/model development. These form a
broader five-dimensional alternative to the detailed stack. Multiple application indicators may be
positive in one advertisement.

The provider classifier distinguishes eleven categories: OpenAI; Baidu; Alibaba; Huawei;
Tencent; iFlytek; Meta; other Chinese foundation-model providers; AWS; Microsoft Azure; and
Google Cloud. “Dominant provider” is the category with the largest number of mentions in a
firm-year, with the first category in the fixed ordering breaking an exact tie. Because provider
support is too sparse for reliable pair regressions, no substantive conclusion relies on this variable.

As an internal repeatability check, we apply the same trimming, identifier, duplicate-removal,
relationship, and concrete-AI rules used in the baseline recruitment pipeline to the 2023 advertise-
ments. Duplicate records are removed before the listed-company relationship screen, exactly as in
the baseline construction. We then sort on the deduplication key, assign the resulting advertisements
to two halves using a seed-fixed pseudorandom split, and reconstruct each firm’s 18-component
stack separately in each half. Table A11 reports the resulting within-firm repeatability. This
exercise measures sampling stability of the dictionary-based stack; it does not validate semantic
labels against human judgments.

More specifically, Table A11 separates overall repeatability from component-level support. The
221 firms with nonzero stack vectors in both halves have mean cosine similarity of 0.789 and median
similarity of 0.939; firms with at least 20 concrete-AI advertisements have mean similarity of 0.919.
Component-level correlations are positive in all 18 categories, but rare provider categories remain
imprecisely measured, which is why the baseline uses the full 18-component stack rather than
provider identity alone.
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Table A11: Split-half reliability of the 2023 recruitment stack

Panel A. Overall reliability
Statistic Firms Mean cosine Median cosine

Nonzero stack in both halves 221 0.789 0.939
Bootstrap 95% interval for mean [0.749, 0.830]

Panel B. Reliability by advertisement count
Advertisement count Firms Mean cosine Median cosine

2–4 advertisements 66 0.743 0.991
5–9 advertisements 63 0.776 0.926
10–19 advertisements 46 0.744 0.876
20 or more advertisements 46 0.919 0.958

Panel C. Reliability by stack component
Component Firms present Log-count correlation

PyTorch 178 0.779
TensorFlow/Keras 178 0.771
PaddlePaddle 27 0.680
MindSpore 12 0.794
Tree-based ML libraries 70 0.645
Transformer/LLM libraries 70 0.699
Big-data stack 141 0.755
OpenAI 51 0.771
Baidu 7 0.710
Alibaba 12 0.529
Huawei 17 0.829
Tencent 4 0.537
iFlytek 4 0.858
Meta/Llama 18 0.686
Other Chinese LLM providers 6 0.912
AWS 12 0.671
Azure 7 0.604
Google Cloud 3 0.467

Notes: The 2023 file contains 181,690 deduplicated advertisements from listed companies or subsidiaries, of which
5,080 satisfy the concrete-AI dictionary. Following the baseline pipeline, duplicate records are removed before
the listed-company relationship screen. After sorting on the deduplication key, advertisements are assigned to
halves by a pseudorandom split with seed 20260814. Cosines use the independently aggregated 18-component
vectors. Panel B counts concrete-AI advertisements across both halves. Panel C reports the correlation across
firms between the two halves’ log-one-plus component counts; “firms present” counts firms with the component
in either half. The bootstrap interval uses 5,000 firm-level draws with the same seed. The exercise measures
repeatability, not precision or recall against human labels.

C.1.3 Human-information job families

Jobs are assigned sequentially to seven mutually exclusive families. AI/data/digital jobs are
identified first and assigned to family 7. Remaining R&D/technical research positions are family
5; strategy/product/project-management positions are family 4; market/user/industry research
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is family 1; finance/risk/audit/legal is family 2; supply-chain/operations/quality is family 3;
and human resources/organization is family 6. The sequential rule prevents one advertisement
from entering multiple shares. Family 7 is excluded from the six-dimensional human-information
portfolio.

A firm-year portfolio is active in the leave-one-out firm-level analysis when it has at least three
human-information advertisements. The broad pair file uses a nonzero six-family vector for both
firms. Entropy is

Entropyit = − 1
log 6

6∑︂
g=1

pigt log pigt, (129)

with zero-share terms defined as zero. This measure is zero when all classified human-information
hiring is in one family and one when shares are equal.

C.1.4 MD&A dictionaries and portfolios

The precise MD&A portfolio assigns terms to three groups. Automation includes computer vision,
image and pattern recognition, autonomous driving, robotic process automation, intelligent sensors,
the Internet of Things, smart manufacturing, and intelligent transportation. Decision support in-
cludes knowledge graphs, business intelligence, data mining, intelligent customer service, smart bank-
ing and finance, data-driven marketing and risk management, analytics/management/processing,
intelligent regulation and investment advice, search, cloud computing, edge computing, and dis-
tributed computing. Innovation includes support-vector machines, human–computer interaction,
deep/recurrent/convolutional neural networks, reinforcement learning, LSTM, machine learning,
natural-language processing and translation, speech synthesis/interaction/recognition, face and
biometric recognition, AI chips, agents, human–machine collaboration/dialogue, and intelligent
computing.

For the auxiliary scalar disclosure measure, let Cit denote the number of precise dictionary
terms and Lit the cleaned MD&A length. We first form a rate per 10,000 units of cleaned text,
Rit = 10,000Cit/Lit, and then use

AIMDA
it = log(1 + Rit). (130)

The transformation leaves a valid zero at zero and compresses a highly right-skewed rate; it does
not add a pseudo-occurrence to the numerator. Missing or unusable documents remain missing.
Because the constant in a zero-inclusive logarithm determines curvature, the replication data retain
the underlying count and length. A natural specification when scalar intensity is itself the object
of interest is a two-part measure: an indicator for any precise mention and log Rit conditional
on Rit > 0. We do not select among these transformations using statistical significance. More
importantly, none enters the paper’s main cross-source regression: that outcome normalizes the
three-component application vector and uses its cosine similarity.

The normalized scalar measure removes generic AI counts when constructing the “specific”
variant. The three-dimensional portfolio can nevertheless contain overlapping conceptual categories
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because the source dictionary is term based. This is why we describe it as a transparent technology-
topic vector rather than a semantic representation of the full report. Table A12 summarizes data
coverage.

Table A12: Data sources and coverage

Source Period Observation Main construction
CSMAR listed-
company financial
statements

2001–2025 53,952 integrated rows in
2012–2024; 40,213 baseline
firm-years; 5,198 firms

Nonfinancial, non-ST
observations; positive assets;
nonmissing detailed industry;
outcomes through 2024

Precise and ex-
tended MD&A dic-
tionaries

2001–2024 38,385 baseline firm-years with
normalized precise measure

Counts normalized by cleaned
document length; missing
document remains missing;
three-group technology portfolio

Online recruit-
ment advertise-
ments

2014–March
2025

7,508,706 raw ads in 2014–2024;
5,981,588 core ads after relation
screen

Valid listed-company code;
deduplicated; listed company or
subsidiary; ad counts are
primary because 2024 headcount
is unavailable

Detailed recruit-
ment technology
stack

2014–2024 Effective support begins in 2016;
2,742 baseline firm-years have
stack-to-peer similarity

18-dimensional
framework/provider vector;
concrete technologies required;
generic AI wording excluded

Rolling investment
forecast errors

Target years
2017–2024

27,082 baseline firm-years Target year predicted using only
prior five years;
industry-demeaned absolute
residual is the firm-precision
outcome

Stable within-
industry pairs

2014–2024 624,354 pair-year rows; 151,226
unique pairs before
outcome-specific support
restrictions

Industry-year cells of at least five
firms; seed-fixed cap of 80 firms
per cell; unordered pairs

C.1.5 Descriptive statistics

Table A13 reports the distributions used in the empirical and quantitative exercises. Mean pairwise
detailed-stack similarity is 0.644, with a standard deviation of 0.365. The distribution has mass
near one because firms in the same industry often mention the same small set of frameworks.
The out-of-time investment residual has a mean near zero and a standard deviation of 0.060
after year-specific winsorization. These are descriptive distributions; the effective samples in the
fixed-effect regressions are smaller.

C.2 Investment-error construction

C.2.1 Rolling and expanding forecasts

Investment is measured as

Investmentit = PP&Eit − PP&Ei,t−1
Assetsi,t−1

, (131)
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Table A13: Summary statistics

Variable (N) Mean SD P25 Median P75

Investment rate 37,402 0.0334 0.1283 -0.0036 0.0101 0.0464
Absolute idiosyncratic rolling error 27,082 0.0377 0.0438 0.0114 0.0254 0.0466
Signed rolling error 27,082 -0.0033 0.0604 -0.0343 -0.0117 0.0132
Strict recruitment-based AI proxy 40,213 0.1330 0.3395 0 0 0
MDA-confirmed adoption 40,213 0.0992 0.2990 0 0 0
Generic AI-language placebo 40,213 0.1037 0.3048 0 0 0
Log(1 + concrete AI ads) 40,213 0.2658 0.7090 0 0 0
Specific MD&A AI intensity 38,385 0.6425 0.9060 0 0 1.0888
Stack similarity to industry LOO center 2,742 0.7366 0.2630 0.6152 0.8334 0.9394
Human-information portfolio similarity to LOO center 22,685 0.8507 0.1545 0.8037 0.9070 0.9558
Log assets 40,212 22.1805 1.3727 21.2538 22.0042 22.9443
Leverage 40,212 0.4049 0.2026 0.2421 0.3929 0.5502
Cash/assets 40,212 0.1878 0.1324 0.0935 0.1523 0.2469
Return on assets 37,403 0.0373 0.0706 0.0115 0.0374 0.0709
Sales growth 37,395 0.0823 0.3038 -0.0495 0.0779 0.2097
Tangibility 40,212 0.2020 0.1530 0.0826 0.1704 0.2882

Pair detailed-stack similarity 10,602 0.6438 0.3653 0.3714 0.7650 0.9790
Pair MD&A portfolio similarity 120,781 0.6592 0.3471 0.4350 0.7746 0.9618
Pair human-information similarity 335,325 0.6910 0.2753 0.5395 0.7776 0.9128
Five-year pair error correlation 162,655 0.0787 0.5658 -0.3966 0.0953 0.5775

Notes: Firm-year statistics use the 2014–2024 baseline sample; pair statistics use stable within-industry pairs.
LOO denotes the leave-one-out detailed-industry-year center. Continuous financial variables and rolling errors are
winsorized at the 1st and 99th percentiles.

where PP&E is net fixed assets plus net construction in progress. For each target year from 2017
through 2024, the preferred normal-investment model uses only the preceding five calendar years:

Investmentiτ = X ′
i,τ−1πt + δj(i) + uiτ , τ ∈ [t − 5, t − 1]. (132)

The predictor vector contains lagged investment, sales growth, size, leverage, cash, age, profitability,
and tangibility; δj(i) is a detailed-industry effect. Applying the fitted coefficients to the target
year produces the residual in Equation (135). No target-year outcome is used to estimate its own
prediction rule.

Table A14 reports the exact training and target support. The five-year rolling forecast adapts
to changes in investment behavior after 2020, as reflected in the rising training R2, while retaining
strict temporal separation. The expanding alternative uses every available year from 2012 through
t − 1; its R2 remains around 0.02–0.03 because older observations receive substantial weight.

The baseline rolling model is estimated in levels of the investment rate with lagged predictors
and detailed-industry indicators. It does not include target-year fixed effects because the target
year is not in the training data. Its error is winsorized by target year after prediction. The
industry-demeaned error subtracts the contemporaneous mean among firms in the same detailed
industry and year; this transformation removes common industry investment shocks by construction
from the firm-precision outcome, but not from raw-error synchronization outcomes.

The older cross-fitted alternative randomly assigns firms deterministically to five folds using
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Table A14: Strictly prior-data investment forecasts

Five-year rolling model Expanding model
Target year Training N Target N Training R2 Training N Training R2

2017 6,543 2,429 0.0262 6,543 0.0262
2018 8,972 2,679 0.0228 8,972 0.0228
2019 11,651 2,997 0.0218 11,651 0.0218
2020 12,523 3,014 0.0339 14,648 0.0224
2021 13,377 3,271 0.0695 17,662 0.0242
2022 14,390 3,774 0.1230 20,933 0.0258
2023 15,735 4,284 0.1579 24,707 0.0279
2024 17,340 4,634 0.1618 28,991 0.0298

Notes: The rolling model trains on t − 5 through t − 1; the expanding model trains on 2012 through t − 1. Both
use lagged firm characteristics and detailed-industry indicators.

firm identifiers. For each fold, a model with industry-by-year indicators is estimated on the other
four folds and predicts the held-out firms. This protects against in-sample overfitting but is not
strictly time-out because the coefficients use observations from the target year in other folds. It is
therefore an alternative error model, not the primary temporal design.

C.2.2 Pair and industry synchronization measures

For pair (ik), the five-year rolling correlation is constructed from up to the current and four prior
signed errors:

Corr5ik,t = n
∑︁

s eiseks − (∑︁s eis) (∑︁s eks)√︂[︁
n
∑︁

s e2
is − (∑︁s eis)2]︁ [︁n∑︁s e2

ks − (∑︁s eks)2]︁ , (133)

where s ∈ {t − 4, . . . , t} and n ≥ 4. The industry common-error share is

CommonSharejt =
Njtē

,2
jt∑︁

i∈j e2
it

, (134)

aggregated over a five-year window by summing numerators and denominators. It is large when
the industry mean accounts for a large fraction of total squared error. With industry fixed effects,
year effects, and only 95 stack-supported industry-year observations, these regressions have limited
effective power.

The forward product first standardizes eit using the full cross-section in year t. The product is
positive for two above-mean or two below-mean errors and negative for opposite-signed standardized
errors. It can be influenced by common shocks not captured by the investment model; pair and
detailed-industry-by-year fixed effects remove persistent pair differences and contemporaneous
industry shocks at the exposure date, while the outcome occurs one year later.

C.3 Additional information-convergence evidence

Table A15 reports outcomes and timing variants not used as headline evidence. Column (2) uses
the six-dimensional non-AI human-information hiring portfolio. Its same-year coefficient is 0.0249
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(standard error 0.0140; p = 0.0775). The sign is consistent with broader organizational convergence,
but the result is only marginally precise and both variables come from recruitment records, even
though the technology and occupation dictionaries are disjoint.

Columns (3)–(4) move the portfolio outcomes one calendar year forward. Lagged stack similarity
predicts next-year MD&A similarity with a coefficient of 0.0248 (standard error 0.0279; p = 0.377)
and next-year human-information similarity with a coefficient of 0.0164 (standard error 0.0231;
p = 0.479). Both signs remain positive, but neither coefficient is statistically different from zero.
These estimates rule out using the contemporaneous coefficient as a dynamic transition parameter.

Table A15: Additional information-convergence outcomes and timing

Same calendar year One-year forward outcome
(1) MDA (2) Human hiring (3) MDA (4) Human hiring

Detailed-stack similarity 0.0721** 0.0249* 0.0248 0.0164
(0.0281) (0.0140) (0.0279) (0.0231)

Pair controls Yes Yes Yes Yes
Pair fixed effects Yes Yes Yes Yes
Industry–year fixed effects Yes Yes Yes Yes
Two-way firm clustering Yes Yes Yes Yes
Observations 3,335 3,931 3,320 3,402
Adjusted R2 0.361 0.436 0.402 0.457
Coefficient (p)-value 0.0115 0.0775 0.3766 0.4793

Notes: The unit is a stable within-industry firm pair. Outcomes are cosine similarities. All columns include pair
controls and two-way cluster by firm identity. Columns (1)–(2) are contemporaneous; columns (3)–(4) use next-year
outcomes.
Significance: ∗p < 0.10, ∗∗p < 0.05, and ∗∗∗p < 0.01.

Table A16 reports stability checks for the cross-source contemporaneous result. The coefficient
remains positive in every specification, including every leave-one-year-out regression. Requiring
three usable years per pair and omitting 2019 separately produce positive but insignificant estimates;
the 2023–2024 sample is too small for reliable two-way clustered inference.

Table A17 separates inference from sample construction. The dyadic sandwich leaves the
fixed-seed baseline statistically different from zero at the 5 percent level, with a standard error
of 0.0322. Clustering by 11 detailed industries yields a small conventional standard error, but
a wild-cluster score test gives a two-sided p-value of 0.172; small-cluster inference is therefore
less precise. Repeating the capped construction across 100 draws yields a positive coefficient in
every draw, but the median coefficient is 0.0274 and only 19 percent of dyadic tests reject at 5
percent. Using all eligible recurring pairs gives 0.0117 with a dyadic standard error of 0.0096. The
cross-source association has a stable sign, while its magnitude and precision depend on which firms
provide repeated within-pair variation. We therefore retain the prespecified fixed-seed estimate in
the main table, report the broader sampling evidence here, and do not use any of these coefficients
to set the model’s common-error share.
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Table A16: Stability of the cross-source information-convergence estimate

Specification Coefficient SE p N Adj. R2

Baseline 0.0721 0.0281 0.0115 3,335 0.361
No pair financial controls 0.0677 0.0304 0.0275 3,335 0.353
Pair and year fixed effects 0.0698 0.0288 0.0165 3,384 0.328
Exclude 2022 coverage break 0.0834 0.0350 0.0189 2,686 0.346
Earlier years, 2018–2021 0.0821 0.0404 0.0447 2,373 0.353
At least three usable years per pair 0.0566 0.0357 0.1166 1,928 0.390

Leave out 2018 0.0775 0.0297 0.0104 2,648 0.421
Leave out 2019 0.0286 0.0185 0.1255 2,285 0.402
Leave out 2020 0.0839 0.0345 0.0165 2,302 0.331
Leave out 2021 0.0840 0.0353 0.0190 2,484 0.335
Leave out 2022 0.0834 0.0350 0.0189 2,686 0.346
Leave out 2023 0.0731 0.0292 0.0134 3,265 0.362
Leave out 2024 0.0724 0.0332 0.0314 2,922 0.369

Recent years, 2023–2024 0.0208 — — 80 0.462

Notes: Variables and pair construction follow Table 1. Unless indicated, regressions include pair and detailed-
industry-by-year fixed effects and two-way cluster by firm identity. The 2023–2024 sample has 80 observations and
a degenerate clustered covariance matrix.

Table A17: Dyadic inference and pair-sampling sensitivity

Coefficient Robust SE p-value Observations
Panel A. Baseline fixed-seed capped sample
Baseline specification 0.0721 0.0322 0.025 3,335
Industry-clustered inference 0.0721 0.0162 0.000 3,335
Wild-cluster score test 0.0721 0.172 3,335
Panel B. One hundred capped-sample draws
Median across draws 0.0274 0.0202 0.180 5,118
10th percentile of coefficient 0.0096
90th percentile of coefficient 0.0458
Share positive 1.000
Share with dyadic p < 0.05 0.190
Panel C. All eligible recurring pairs
Pair and industry–year fixed effects 0.0117 0.0096 0.221 30,243
Panel D. Alternative similarity measures, baseline sample
Binary Jaccard similarity 0.0295 0.0228 0.194 3,335
Hellinger affinity 0.0793 0.0358 0.027 3,335

Notes: The dependent variable, controls, and fixed effects are those in Equation (2). Panel A retains the
fixed-seed sample used in Table 1. The conventional two-way-clustered standard error reported there is 0.0281.
Dyadic inference follows Aronow et al. (2015) and allows dependence whenever observations share either firm.
Industry clustering groups the detailed industries used to form pairs; the wild-cluster score test uses 9,999
Rademacher draws across 11 industry clusters. Panel B repeats the cell-level cap with 100 firm-level random
draws and reports the median observation count. Panel C forms all eligible pairs and retains recurring dyads
identified by the fixed effects. Panel D replaces cosine similarity with binary Jaccard similarity or Hellinger
affinity; their wild-cluster score-test p-values are 0.154 and 0.141, respectively. Coefficients are positive in all
100 capped draws and under both alternative similarity measures, but magnitude and precision vary with the
construction. The estimates are evidence of cross-source comovement, not structural parameters.

27



C.4 Boundary evidence on firm precision

We conduct two additional tests to clarify the limits of the current data. The narrow recruitment-
based adoption measure does not robustly predict lower out-of-sample investment residuals, and
common AI exposure does not robustly predict more correlated residuals one year later.4

A firm’s investment residual is

eit = Investmentit − ˆ︂Investmentit|t−1, (135)

where the prediction rule uses only prior calendar years. This residual is not a direct managerial
forecast error: it also contains measurement error, omitted opportunities, adjustment costs, strategic
choices, and unanticipated shocks. Recruitment is likewise an incomplete proxy for decision-system
use. These measurement gaps make a weak reduced-form result difficult to interpret structurally.

The firm-level specification is

|eit − ēj(i)t| = β1Adopti,t−1 + Γ′Xi,t−1 + µi + λj(i)t + ρp(i)t + uit, (136)

for 2018–2024. The fixed effects are firm, detailed-industry-by-year, and province-by-year; standard
errors are clustered by firm. Table A18 reports a primary coefficient of −0.00134 (standard error
0.00088; p = 0.128; N = 24,169). Relative to a mean absolute idiosyncratic rolling error of 0.0377,
the point estimate is 3.5 percent, but its approximate 95 percent interval, [−0.00306, 0.00038],
includes zero. The conclusion is unchanged with firm and year fixed effects, MD&A-confirmed
adoption, log concrete-AI advertisements, a generic-language placebo, or the non-demeaned error.

Table A18: Strict recruitment-based AI proxy and firm-level investment residuals

Specification Coefficient SE p N Adj. R2

Primary: strict recruitment proxy -0.001337 0.000877 0.128 24,169 0.281
Firm and year fixed effects -0.001116 0.000879 0.204 24,205 0.258
MDA-confirmed adoption -0.001065 0.000915 0.244 24,169 0.281
Log concrete-AI ads -0.000539 0.000486 0.267 24,169 0.281
Generic AI-language placebo 0.001055 0.000814 0.195 24,169 0.281
Absolute raw rolling error -0.001323 0.000896 0.140 24,169 0.295

Notes: The primary outcome is the absolute, industry-demeaned, five-year rolling out-of-time investment error.
Regressors are lagged. The primary specification covers 2018–2024, includes firm, industry-by-year, province-by-
year, and financial controls, and clusters by firm.

The event-study sample requires first adoption under the narrow recruitment measure after two
observed years with no adoption and positive recruiting coverage in the current and two preceding
years. Cohort-specific controls are never adopters or firms adopting after the cohort’s three-year
post-treatment window. The stacked specification includes cohort-by-firm, cohort-by-industry-by-
year, and cohort-by-province-by-year fixed effects and does not use already treated firms as controls

4Two additional tests (Appendices C.4 and C.5), reported in the Online Appendix, report the full specifications,
confidence intervals, event-study estimates, alternative outcomes, and multiple-testing adjustments.
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(Callaway and Sant’Anna, 2021; Sun and Abraham, 2021).
Figure A1 and Table A19 report the dynamic coefficients. Neither pre-adoption coefficient is

significant. All four post-adoption point estimates are positive rather than negative, and none is
statistically significant. The absence of significant pre-trends does not establish parallel trends
because confidence intervals are wide. More importantly, the post estimates provide no support for
interpreting the negative static coefficient as an identified private precision gain.

Figure A1: Narrow recruitment-based AI measure and absolute idiosyncratic investment error
Notes: Stacked event study for 537 firms first adopting in 2018–2021. Event time −1 is omitted. Cohort-
specific controls are never or later adopters. Confidence intervals cluster by firm.

Table A19: Stacked event-study coefficients

Event time -3 -2 -1 0 +1 +2 +3
Coefficient -0.00187 0.00129 0 0.00294 0.00184 0.00368 0.00149
SE 0.00417 0.00341 — 0.00276 0.00282 0.00296 0.00282
(p)-value 0.653 0.705 — 0.287 0.515 0.214 0.597

Notes: The outcome is absolute idiosyncratic rolling investment error. Event time −1 is omitted. The stacked
sample contains 537 treated firms and 68,466 observations. Standard errors are clustered by firm.

C.5 Boundary evidence on error synchronization

Firm-level AI reliance is the share of concrete-AI advertisements among concrete-AI and human-
information advertisements. The pair exposure is

CommonAIik,t = Cos(Stackit, Stackkt)
√︁

RelianceitReliancekt, (137)

standardized within year. The correction-capacity proxy averages within-year standardized measures
of human-information hiring, occupational entropy, seniority, and AI customization. These objects
may facilitate independent correction, but the data do not establish that they do so.
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Each firm’s signed residual is standardized within year. The primary pair outcome is

Syncik,t+1 = z(ei,t+1)z(ek,t+1), (138)

and the prespecified equation is

Syncik,t+1 = βCz(CommonAIik,t) + βDz(Correctionik,t) (139)

+ βCDz(CommonAIik,t)z(Correctionik,t) + Γ′Zik,t + αik + λjt + ϵik,t+1. (140)

The mechanism predicts βC > 0 at low correction and βCD < 0. Regressions absorb pair and
detailed-industry-by-year effects and two-way cluster by firm. Because the primary support spans
only 19 industries, the analysis also uses industry clustering and a 9,999-repetition wild-cluster
bootstrap (Roodman et al., 2019). Benjamini–Hochberg q-values adjust the nonprimary robustness
family (Benjamini and Hochberg, 1995).

Table A20 reports the results. The common-AI coefficient is negative and insignificant; its
interaction with correction capacity is positive and insignificant. Both signs are opposite the
benchmark mechanism. Industry-clustered and wild-bootstrap inference are likewise insignificant.
Alternative outcomes, horizons, weights, correction proxies, and recent-year subsamples provide no
stable support.

Table A20: Common AI exposure, correction capacity, and future error synchronization

Outcome and key regressor Coefficient SE (p) (N)

Panel A. Pre-specified primary specification
Next-year standardized error product: common AI -0.00650 0.00450 0.150 4,148
Next-year standardized error product: common AI
× correction

0.00344 0.00646 0.594 4,148

Industry-clustered (p)-value 0.681 4,148
Wild-cluster-bootstrap (p)-value (19 industries) 0.626 4,148

Panel B. Selected robustness tests (interaction coefficient)
Industry-demeaned error product 0.00290 0.00610 0.635 4,148
Same-sign error indicator -0.00066 0.01542 0.966 4,148
Same upper/lower-tail indicator -0.00119 0.00076 0.120 4,148
Multi-threshold same-tail index 0.00049 0.00198 0.806 4,148
Three-year mean error product 0.00164 0.00440 0.709 2,977
Human-information similarity mechanism 0.00045 0.00562 0.937 3,831
Customization attenuation mechanism -0.00012 0.00297 0.969 4,148
Equal industry–year weights 0.01212 0.01159 0.297 4,148
Post-2022 pair-fixed-effect sample 0.08695 0.06066 0.174 96
2023 exposure, 2024 outcome 0.00014 0.00748 0.985 1,065
Reverse-time placebo 0.00036 0.01068 0.973 2,814

Notes: Common AI combines stack similarity with the pair’s AI-reliance shares. Correction capacity combines
human-information hiring, occupational entropy, seniority, and customization. Unless indicated, specifications
include pair and industry-by-year fixed effects, pair financial controls, and two-way clustering by firm. The wild
bootstrap uses 9,999 replications.

Table A21 replaces the baseline two-way firm clustering with dyadic cluster-robust inference,
which allows any two observations sharing a firm to be dependent. The primary common-exposure
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coefficient and its correction interaction remain statistically indistinguishable from zero. The direct
stack-similarity coefficient is negative and has a dyadic normal-approximation p-value of 0.046,
opposite to the model’s positive covariance prediction; its industry-clustered and wild-cluster-
bootstrap tests remain insignificant. This robustness check reinforces the interpretation of the
forward evidence as a bound on what the data identify, not as affirmative evidence for synchronized
investment errors.

Table A21: Dyadic inference for the forward synchronization regressions

Exposure measure Term Coefficient Dyadic SE p-value Observations

Primary common exposure Common AI exposure -0.00650 0.00424 0.126 4,148
Primary common exposure Correction capacity -0.00680 0.00799 0.395 4,148
Primary common exposure Exposure × correction 0.00344 0.00623 0.580 4,148
Direct stack similarity Stack similarity -0.00599 0.00300 0.046 4,148
Direct stack similarity Correction capacity -0.00659 0.00898 0.463 4,148
Direct stack similarity Similarity × correction 0.00160 0.00613 0.795 4,148

Notes: The outcome, controls, pair fixed effects, and detailed-industry-by-year fixed effects match the forward
specification in Equation (140). Dyadic standard errors follow Aronow et al. (2015) and allow dependence whenever
two observations share either firm. The baseline table retains its prespecified two-way firm clustering; this table
changes inference only.

C.5.1 Earlier pair and industry synchronization estimates

Table A22 collects the rolling pair-correlation, same-tail, and industry-level specifications that
preceded the forward design. The prior-stack coefficient is 0.0065 for five-year pair-error correlation
and −0.0022 for the same-tail indicator; both are small relative to their standard errors. The two
industry-level coefficients are also negative and imprecise, and none of the customization marginal
effects in Panel B differs from zero. These estimates remain useful as a broad specification boundary,
but they are not used to calibrate a positive common-error effect.

C.5.2 Customization marginal effects

Figure A2 plots the marginal effects underlying Panel B of Table A22. Although the interaction
coefficient is negative at the 10 percent level, the effect of common-stack similarity is never
distinguishable from zero over the observed customization support. Moreover, the median prior
customization share is only 0.0139 and the 90th percentile is 0.0778. Extrapolating to high-
customization firms would therefore be especially hazardous.

C.5.3 Forward-synchronization support by exposure year

Table A23 reports pair support before fixed-effect singleton removal. “Error pairs” require an
observed next-year product; therefore 2024 exposures have no outcome in the available panel. The
detailed-stack sample contracts dramatically in 2022, whereas the MD&A-based common-exposure
alternative has much broader support. This imbalance helps explain why broader but noisier
alternatives have larger N than the primary design.
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Table A22: Predetermined AI-stack overlap and rolling common investment errors

Outcome and key regressor Coefficient SE (p) (N)
Panel A. Pair and industry-level outcomes
Five-year pair error correlation: prior stack
similarity

0.0065 0.1774 0.971 2,497

Same upper/lower tail: lagged stack similarity -0.0022 0.0024 0.354 4,425
Industry rolling common-error share: prior
stack similarity

-0.0440 0.0554 0.433 95

Industry mean pair correlation: prior stack
similarity

-0.0016 0.0469 0.973 95

Panel B. Stack effect evaluated at customization percentiles
Zero / 25th percentile 0.0878 0.1882 0.642 2,497
Median 0.0477 0.1798 0.791 2,497
Mean 0.0089 0.1742 0.959 2,497
75th percentile -0.0199 0.1719 0.908 2,497
90th percentile -0.1368 0.1784 0.445 2,497

Notes: Pair specifications include pair and industry-by-year fixed effects, financial controls, and two-way clustering
by firm. Prior stack is the mean over t − 4, . . . , t − 1. Industry specifications include industry and year fixed effects.
No reported marginal effect in Panel B is statistically significant.

Figure A2: Marginal effect of prior stack similarity by customization intensity
Notes: Marginal effects and 95 percent confidence intervals from the pair fixed-effect model. Standard errors
are two-way clustered by firm.
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Table A23: Forward-synchronization pair support by exposure year

Year Pair rows Error pairs Stack pairs Application pairs MDA pairs Primary pairs

2016 46,735 39,044 363 1,919 4,697 363
2017 49,178 39,443 1,236 4,563 4,724 1,236
2018 52,243 42,138 1,417 4,588 6,027 1,417
2019 56,615 49,343 1,524 3,873 7,620 1,524
2020 57,148 48,624 1,109 3,444 6,837 1,109
2021 59,775 47,953 970 3,894 8,108 970
2022 65,244 46,113 107 572 5,360 107
2023 74,419 68,886 1,072 2,956 11,887 1,072
2024 72,898 0 0 0 0 0

Notes: Counts precede fixed-effect singleton removal. Error pairs require a next-year outcome; primary pairs also
require detailed-stack common AI and correction capacity. The final primary sample has 4,148 observations.

C.5.4 Primary marginal effects and multiple testing

The primary marginal effects are reported in Table A24. The point estimate becomes less negative
as correction capacity increases, which is algebraically consistent with the positive interaction.
This pattern is opposite the model’s prediction that independent correction attenuates a positive
common-AI effect; the estimate at the 10th percentile therefore does not support the predicted
mechanism.

Table A24: Marginal effect of common AI by correction capacity

Correction point Standardized value Marginal effect SE (p) (N)
10th percentile -0.535 -0.00834* 0.00489 0.0899 4,148
25th percentile -0.167 -0.00708 0.00434 0.1047 4,148
Median 0.264 -0.00559 0.00522 0.2851 4,148
75th percentile 0.724 -0.00401 0.00729 0.5834 4,148
90th percentile 1.366 -0.00180 0.01091 0.8694 4,148

Notes: Marginal effects are ˆ︁βC + dˆ︁βCD from Equation (140). *p < 0.10.

The multiple-testing family contains the nonprimary forward coefficients across outcomes,
horizons, exposure definitions, weights, timing windows, correction rules, and error models. Two
raw p-values are below 0.10, both with the opposite sign from the model prediction. The smallest
Benjamini–Hochberg q-value is 0.501, and no secondary result survives a 10 percent false-discovery-
rate threshold.
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